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Executive Summary

This deliverable D3.2, titled “Initial 5G multi-provider v-security realisation: orchestration and management”
builds on top of the earlier deliverable D3.1 (V-security management plane design and definition) and efforts
made in the workpackage WP3 tasks T3.2 and T3.3 during the first year of the CHARISMA project.

The document begins with an introductory discussion on the 5G network challenges related to security and
multi-tenancy in the light of the SDN and NFV networking paradigms. The scope of security and multi-tenancy
within CHARISMA is also identified and highlighted, as is a security analysis based on the use cases previously
described in deliverable D1.1.

This deliverable provides a contextual overview of the control, management and orchestration (CMO)
architecture defined in D3.1 along with a study of the high-level workflows. The requirements for the
CHARISMA orchestrator are identified and a comparison between currently available open source
orchestrators is presented in order to select the one best suited for CHARISMA adaptation. A brief description
of the selected orchestrator is also provided. A similar exercise is also carried out for the virtual infrastructure
manager (VIM) component of the CHARISMA CMO.

The document describes the main components introduced by the CHARISMA project to achieve its virtualised
security and multi-tenancy features as an extension to the CHARISMA CMO. These components include:
Service Policy Manager, Service Monitoring and Analytics, Open Access Manager, VI security, VI monitoring,
and virtual security functions (VSFs). All these components form the proposed CHARISMA v-security solution.
The CHARISMA v-security solution targets virtualised security in terms of automated security management
and virtual security functions. The former is realised with the help of Service Policy Manager and Service
Monitoring & Analytics modules, with support from VI security and VI monitoring, whereas the latter are
implemented as VNFs which can be automatically provisioned through an orchestrator and VIM in an NFV
environment. CHARISMA addresses the multi-tenancy feature as an engineering issue and resolves it using
its Open Access Manager component. CHARISMA’s multi-tenancy solution not only solves virtual network
operator (VNO) resource sharing, but also enables dynamic resource allocation and segmentation with the
same NFs (Network Functions) used by end users and customer premises equipment (CPEs).

This document describes how CHARISMA realises its v-security solution and it serves as the basis for
launching the implementation phase of the CHARISMA project in its second year and beyond.
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1.Introduction

Future 5G technologies are expected to overcome the challenges of next generation networks aiming to
tackle the novel and manifold business requirements associated to different vertical sectors. Out of the
several complex 5G demands, CHARISMA aims to undertake low-latency, security and multi-tenancy. The
shift from centralised cloud computing-based services towards data processing at the edge is becoming one
of the fundamental components envisaged to enable those future 5G access networks. The combination of
Software Defined Networking (SDN)/Network Functions Virtualisation (NFV) and edge computing
technologies and mechanisms provides a wide range of novel opportunities for added-value service
provisioning covering different features required in 5G access networks, such as low-latency, multi-tenancy,
and security. This document focuses on the latter two. However, with the introduction of above-mentioned
shift and novel technologies, the need to revisit the security and multi-tenancy challenges in 5G networks
becomes ever more necessary. This section provides an introductory discussion on the security and multi-
tenancy challenges in 5G networks based on SDN/NFV paradigm.

1.1. 5G network challenges: Security and Multi-tenancy

The Software Defined Network (SDN) architecture for 5G dense multi-infrastructure has to support multi-tier
controllers in a hierarchical setup aiming to offload some of the control functionalities from the central
controller to a collection of logically distributed dynamically configured local controllers in order to balance
the tradeoff between scalability and system performance. A multi-tenancy dynamic resource sharing
algorithm, together with a backhaul link scheduling strategy based on the proposed SDN architecture are real
challenge to one who decided implement it. CHARISMA will demonstrate the architecture which has to
deliver efficient resource utilization together with solving the security issue.

“The old model for cellular, with dedicated hardware and dedicated spectrum per operator is breaking down,”
said Dr. Nick Johnson, CTO of ip.access. “As demand continues to grow exponentially, with limited additional
spectrum, flat subscriber growth and falling revenues per subscriber, new ways have to be found to use the
resources we have more efficiently. This project does this by allowing spectrum to be shared between
operators in a controllable, measurable and agile way.”

Multitenancy in CHARISMA project will not only solve the VNO resource sharing, but also dynamic resource
allocation and segmentation with same NFs (Network Functions) used by end Users and CPEs. One of good
example could be complex FW (firewall) piece of SW running in cloud and provides service to many end-
devices.

New multitenancy approach will raise architectural changes and security issues. Traditional telecom
networks are based on closed operating system infrastructures that can be effectively protected from
hacking and other attacks. Migrating to SDN and NFV technologies for next generation network
infrastructures offers benefits like openness, remote programmability, agility and other advantages of IT-like
networks. However, SDN/NFV networks advantageous for communications service providers also makes
them vulnerable to the full range of cyber-attacks that target IT networks.

CHARISMA -D3.2 -v1.0 Page 7 of 145



As network technology moves from proprietary single purpose devices to computed elements with network
functions provided as virtualized services (virtual network functions, or VNF) and which use open protocols
like Linux, OVS and OpenStack, the infrastructure becomes exposed to cyber threats.

The main risks are categorized in four areas:

e Both the data plane and the control plane management are now in software and not hardware based
microchips (application-specific integrated circuits, or ASICs). This software is much more vulnerable
to denial of service (DoS) and distributed DoS (DDoS) attacks.

e The control and management planes of each function are open for remote operations as well as user
self-service. Once a malware resides on the network (inside the perimeter), it propagates easily
across VMs and hosts as there is no mechanism to monitor it.

e Each host has many VMs, and each represents a pinhole for attack and propagation of infectious

items.
VNF1_ || VNF2 VNFN s
2 o
OpenStack
Compute
KVM 1 < > e
A 4 A/ | > et
) / Linux 0S
 J
Intel x86 Hardware
Data Plane

Obtaining access to any NFVI/VNF software component
results in gaining control on host and/or entire network

Virtual Network on NFV Host is not protected by Firewall

[l DataPlane |l Control Plane [l Management Plane

Figure 1 Security Overview in SDN/NFV Environment

SDN and NFV technologies will change the entire telecom industry in the coming years. As the technologies
move out from the Data Centre to the carrier network itself, they hold the promise of bringing cost savings
and new business opportunities. However, there are several issues has to be resolved combine new
infrastructure restrictions, and architecture changes including multitenancy and security that come with this
technology migration.

Operators and service providers who are accustomed to a very closed and protected environment must now
consider how to protect the Open Access NFV infrastructure that punches holes in the traditional separation
between the control plane and the data plane.

CHARISMA is going to develop a cyber security solution adjusted to CAL architecture at different CAL levels
from the edge to the cloud. All of this integration with the SDN controller and the NFV manager can take the
smart actions to block threats throughout the network. Complete cyber security is dependent upon having
the full view of the network, the full view of all the VNFs and all the protocols, and having the ability to do
the correlation between the NFV infrastructure and the network itself.
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1.2. SDN/NFV paradigms in the 5G network

The 5" generation of mobile networks is expected to support a large number of new services and applications
with very diverse requirements. Mobile users will expect highly reliable, anywhere and anytime, massive
device wireless connectivity to enjoy secure and fast access to their desired services. This demand imposes
a set of requirements for 5G networks, mainly including, higher availability, lower latency, higher traffic
volume and user data rates, in comparison to the previous generation of mobile networking. Operators will
strive to meet the customers’ demands, while at the same time they will have to make efforts to maintain
their business profitable. Energy efficiency, reduced cost, flexible and scalable design and architecture are
the main challenges to overcome. A number of technologies are promising to satisfy the continuously
evolving demands and address the needs of 5G networks. Network Function Virtualization (NFV) and
Software Defined Networking (SDN) are two potential technologies to enhance 5G radio access networks and
address the critical 5G design requirements.

By implementing the 5G network functions as software components using the NFV paradigm, we can
overcome some of the 5G challenges. Through the deployment of network services as software functions
running on commodity hardware and the replacement of stationary, expensive, specialized networking
equipment, significant cost reduction is achieved. Several control and user plane functions in current mobile
networks can be virtualized and run in cloud infrastructure. For example, the Evolved Packet Core (EPC)
functions, including the mobility management entity (MME), the Home Subscriber Server (HSS), the serving
gateway (S-GW) and the packet data network gateway (P-GW). Moreover, baseband processing unit
functions, including the medium access control (MAC), radio link control (RLC) and radio resource control
(RRC) procedures can be run as VNFs. Finally, typical networking functions, such as switching and traffic load
balancing, caching functions, policy related and charging functions and also, security functions, such as
intrusion detection/prevention systems (IDS, IPS, firewalls) can be virtualized and deployed whenever
required. On demand deployment of these services will optimize resource allocation and provisioning,
meeting the key requirements of mobile operators for cost and energy efficiency. Ease of mobility of VNFs
from one hardware resource to another and also scaling capabilities of virtualized software will enable cost
effective, flexible and elastic resource management.

Apart from NFV, SDN technology is becoming attractive to mobile networks. SDN is an enabling technology
for NFV, allowing flexible network programmability and manageability. SDN decouples the control and data
planes leveraging open interfaces and standard protocols such as OpenFlow for network programmability.
The control plane functions are implemented on the SDN controller as software applications. Network
routing and forwarding policies of the underlying switches are defined using rules, abstracting the differences
of the managed devices. The use of SDN over virtualized mobile networks provides the operators with
dynamic control and remote management over a variety of functions, including the Service Function Chaining
(SFC) of virtualized functions running in the cloud infrastructure and the definition of variable QoS policies
on data flows. SDN will become an important element for those operators that want to program their
network resources into virtually isolated, end-to-end slices of the 5G network and provide their customers
with services of various levels of QoS. These slices will span across heterogeneous domains, including radio,
backhaul, core and management elements.

A number of architectures featuring SDN and NFV have been already envisioned for 5G. The Mobile Edge
Computing (MEC) architecture proposed and standardized by an ETSI Industry Standard Group (SIG), the
architecture proposed by the ETSI Management and Orchestration (MANQ) working group and the 3GPP C-
RAN architecture are the dominating paradigms.
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2.CHARISMA Security and Multi-tenancy Scope

2.1. CHARISMA Security: threats and risks analysis

As previously mentioned, 5G enables innovative scenarios and applications making use of ultra-high speed,
low-latency telecommunication networks for fixed and mobile users; and machine-to-machine
communications. These scenarios, together with the introduction of the new paradigm for computing and
network infrastructure which decouples the actual functionality from the underlying hardware and
middleware functions (Cloud Computing and Software Defined Networks) further reinforces the need for
automated management and control of the telecommunication infrastructure. In particular, since a cloud-
based paradigm that promotes that infrastructure is highly accessible and shared by multiple users (for
instance, Virtual Network Operators), the concept of a highly secure network gains even more relevance.

There are two different aspects that need to be taken into account in order to address the security aspects
of the upcoming 5G network:

e On one hand, it is the need to address the overall security of the network, composed of
virtualized and non-virtualized resources (legacy). Due to the virtualized nature of the 5G
network, the effectiveness of traditional physical security devices is diminished mostly
because they lack visibility into changes performed over the virtualized functions, service
chains, and into the traffic being exchanged on virtualized platforms. Or putting it into
different words, a holistic security approach comprising both virtualized and non-
virtualized (traditional) security functions need to be put in place.

e Onthe other hand, there is a need to cater for an automated Security Management solution
for the 5G network. Today we can’t foresee the new and ever changing threats that 5G
networks will have to protect against, but we do have the basis to create autonomic network
management solutions that shall cope with them, being fed with insights from governed real-
time analytics systems on the one hand, and actuating on network resources in order to
minimize or prevent the effects of the detected threats on real-time on the other hand. Itis
therefore of outmost importance to be able to provide robust, flexible and proactive
mechanisms to detect and prevent security issues, and to be able to perform that on real
time and in an automated fashion.

Taking this into account, the infrastructure operator and the VNOs need to maintain end-to-end security of
the network, including end-user security, physical infrastructure security, and the security of the virtualized
resources (being those applications or network functions).

In detail, the 5G network assets to be secured are:

1. Endpoint Devices (UEs)

2. Networks (including physical and virtualized elements):
= Application Plane (NFVs)
= Control Plane (SDN and NFV Orchestrators and Controllers)
= Data Plane

3. End-user Applications
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General examples of types of attacks, depending on the attacked 5G asset, could be:

o Towards Endpoint Devices (UEs): Infection via malware or bots infecting
subscribers’ devices. This can generate spurious or attack traffic, create signaling
storms into the network, and drain device batteries

o Towards Networks:

= Radio Access Network and Core Network resource exhaustion
= Terms and conditions violations (e.g. SLA violation)
= Attacks on DNS, billing, and signaling infrastructure
= Etc.
o Towards End-user Applications:
= Server-side malware
= Application-level (protocol-specific) DDoS attacks
= Etc.

There are multiple potential security threats [1] that could impact the aforementioned specified 5G network
assets. In order to define CHARISMA’s automated Security Management architecture, an initial set of typical
5G Use cases has already been considered in D1.1 [5], exemplifying the expected requirements and needs.

CHARISMA'’s architecture aims to address these and other security issues in a holistic and automated fashion.

The following section provides an analysis of potential 5G Security threats, taking into account different 5G

Use Cases and Scenarios.

2.1.1.

CHARISMA Use Case Security Analysis

2.1.1.1.Intelligent Transport Systems (Trains)

This use case refers to providing 5G services in high-speed trains. Examples of such services could be

communication services for passengers (e.g. low-latency access to network-based content) or for the
management and operation of the Transport infrastructure in itself.

Specific security issues related to this use case include:

In-Train communication system: The CHARISMA in-train networking infrastructure can be used as
part of the in-train monitoring and control system for the train driver and conductors, e.g. to monitor
status of individual carriages, doors (open or shut), integrity of train windows and interconnecting
doors between carriages, toilets, and CCTV cameras etc. Such an in-train signaling network needs to
be safeguarded against intrusion, hijacking, data corruption (including jamming, interceptions, and
spoofing), and denial of service.

Train-Shore signaling: There are 2 aspects to the train-shore signaling:

Track signaling and communications with railway controllers and with other train drivers (i.e. in
different trains sharing the same or nearby tracks). Here, the integrity and reliability of the
communications between the train drivers and the other controllers/drivers using the railway track
is of paramount importance. In particular, issues such as low-latency are also critical for time-critical
signaling, and safety alerts.

Data (internet) communications between train and macro base-stations - this relates to the use by
the train passengers of the train-shore communications links for their own private data consumption
requirements (e.g. downloading video content, emailing, web surfing, telephone/Skype

CHARISMA -D3.2 -v1.0 Page 11 of 145



conversations etc.), such that in order to offer the required QoS/E with appropriate privacy and
integrity, the link needs to be secure against intrusion, hijacking, data corruption (including
jamming, interceptions, and spoofing), and denial of service etc.

Special attention also needs to be made for potential breaks between train-shore signaling, e.g. when a train
enters a tunnel, enters a long and deep cutting, goes under a bridge etc. A different technology (e.g.
distributed antennas, such as leaky feeders) can be employed for within-tunnel train-shore communications;
but appropriate hand-over technology needs to ensure avoidance of interceptions, spoofing and jamming
as hand-over is affected. Of course, this is a general issue for macro BS hand-over; but for a train, being such
an extended object, e.g. potentially up to a 1 km in length (e.g. for a long goods train) and with multiple CALO
(or even CAL1) access hubs distributed along the length of the train, and potentially linked to different (fixed
shore-side) macro BSs, there is greater possibility for malicious attackers to take advantage of the more
distributed hand-over protocols between a leaky-feeder and a macro BS, since there is greater uncertainty
of where/when the hand-over will occur.

e Multi-tenancy: Particularly in the case of the UK context, where different rail operators operate on
the same railway track (i.e. Network Rail is the name of the railway infrastructure company in the
UK) we have a multi-tenancy issue. Appropriate isolation between the different virtual networks
offered between different train operators needs to be maintained. Safeguarding and security against
malicious or renegade operators (e.g. if they have been hijacked, spoofed, intercepted etc.) therefore
needs to be in place.

2.1.1.2.Emergency Response
This use case describes a scenario where the 5G network is able to provide out-of-box communication
services in emergency situations (e.g. natural disasters, terrorist attacks etc.). Establishing a managed mesh-
network using the proposed iRRHs and D2D technologies will restore communication slices for emergency
services and equipment. An additional slice for victims’ communication is used to acquire health status
information and mental health communication.

Since the trigger for this use case is a special emergency situation which typically happens spontaneously this
makes a prepared attack unlikely. In any case, potential attacks could target the network associated to the
emergency team or the victim’s communication channel, and both of them need to be properly secured in
terms of ensuring the availability of the service, and its confidentiality.

2.1.1.3.Intelligent Transport Systems (Automotive)
For the Automotive — Platooning, Vehicle Collision Avoidance Use Case, specific attention must be paid to
security and privacy both in the context of automotive connectivity -since future ITS services will require a
high degree of reliability and integrity- and with regards to the personal data protection.

In order to avoid collisions in future collaborative and cognitive ITS systems, information considered as
personal and private such as timestamp, current location (latitude, longitude), speed, bearing, altitude needs
to be exchanged among the vehicles / central infrastructure. Therefore, it is absolutely necessary that
advanced security mechanisms are applied including robust authentication and encryption techniques.

In addition, since the aforementioned information exchange needs to be in real time and under strict delay
constraints either directly (D2D) or via 5G, it is implied that 5G network connectivity must be available at all
times, both in terms of coverage and capacity availability. However, possible threats against unhindered ITS
communication and proper operation must be mitigated by the appropriate policies.
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Coverage implies the existence of a base station in the vicinity of the vehicle able to communicate with the
CAD (Collision Avoidance Device) located inside the vehicle. This communication can be interrupted due to
base station’s or CAD’s inability to communicate. The base station can stop communicating as a result of a
HW failure caused by a deliberate act of equipment destruction or terrorist attack, a malicious attack caused
by an intruder who can take control of the base station remotely and shut it down, etc. In a similar manner,
a malicious attacker can take control of the CAD(s) remotely and render it non-operational which would lead
to the same result in case of D2D communication.

Network capacity implies the ability of the network to provide the necessary radio resources that would allow
the CAD to communicate through the 5G network. These resources are limited and in case they are used up,
no more connections can be established. A DDoS attack can be used to limit network capacity originating
either from the core or the radio network.

To summarize, there is a need to ensure the availability of service according to the very demanding
requirements in terms of latency and reliability, and to ensure a privacy-friendly and secure handling of the
information associated to both, the car and its passengers.

2.1.1.4.Remote eHealth
In this case the 5G network is used to perform a surgery to patient using a robotic machine. This robotical
equipment is operated from a doctor who is located in another area. Apart from instructions the
communication link transfers video feed and personal medical data of the patient. It is crucial for all the
information that flaws through the link to be secured against all type of attacks that want to intercept or
falsify these data. Furthermore, the system must be immune to all kind of attacks that may terminate the
communication link.

Concluding the system must be strictly secured against all type of attacks that want to intercept data,
corrupt data, terminate the link, take over the robotic machine, and transmit false information to both
parts of the communication chain.

The system must be secure regarding: hijacking, intrusion, data integrity, man in the middle and all kind of
denial of services attacks.

2.1.1.5.Video Broadcasting service
In this use case we foresee two types of potential security attacks:

> Resource isolation and DoS attacks: Multi-tenancy raises concerns related to the isolation of the
resources allocated to the various co-located tenants. Though virtualization technologies aim to
satisfy this requirement, they are, to a large extend, and based on statistical multiplexing of the
shared resources, especially in the case of network resources, including storage area networks
(SANs). A multi-tenancy solution is therefore required to mitigate malicious tenants deploying DoS
attacks by over-utilizing the underlying shared resources. Such attack targets may range from the
simple performance deterioration of the attacked VNOs, to the complete service disruption.

> Intrusion attacks: Multi-tenancy further urges for security measures for intrusion attacks spawned
by malicious tenants. The challenge stems from the co-location of the various VNOs and the
reliance on software based isolation of the corresponding slices, as opposed to the physical
isolation achieved in the currently prevailing model of non-shared infrastructure.
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To summarize, there is a need to ensure the service availability and the confidentiality of the distributed
content.

2.1.1.6.Factory of the Future
In this use case we foresee a variety of potential security challenges or attacks.

e Data integrity and data theft, any information leakage of data from the production process in the
factory of the future must be avoided. This requires special measures in a virtualized network with
shared resources. In very sensitive environments a complete separation of the factory internal 5G
network from the outside might be required.

e Software integrity, modification of algorithms for e.g. control of machines, or any other purposes
must be prevented. Targeted attacks might even try to damage machines by changing control
algorithms. Secure software container in a virtualized environment and signed software will increase
the security level.

e Denial of Service, jamming using RF frequency might be a possible attack scenario, although the RF
source will be detected easily. The usage of higher RF frequencies (60 GHz) with shorter reach or
even IR or visible light for mobile communication will reduce the risk for DoS.

To summarize, there is a need to ensure service availability (including information integrity and
confidentiality).

2.1.1.7.CDN — ITS (Bus)
In this use case, passengers are able to use their favorite Internet application offline (i.e., even if they are
outside of the access network coverage), thanks to intelligent network caching that reduces service latency
by serving content near end-users.

In order to benefit from intelligent socially-aware caching, users must periodically communicate their
position and interests to the network and/or other users or devices. There is a need to protect the users’
privacy regarding their accessed content, and the integrity and confidentiality of the content itself.

2.1.2. Security Requirements Summary

Taking into account the previously described security considerations associated to each use case, we can
conclude that the 5G Network should be able to comply with the following minimal set of security
requirements:
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Table 1 5G Network Security Requirements

Security Requirement

CDN (ITS - Bus) X X X X X X
Emergency Response X X X X X X
Intelligent Transport Systems (Automotive) X X X X X X X
Intelligent Transport Systems (Trains) X X X X X
Remote eHealth X X X X X X X
Video Broadcasting service X X X X X X
Factory of the future X X X X X X

2.2. CHARISMA Multi-tenancy considerations

In 5G networks, it is foreseen that a physical infrastructure is sliced into multiple standalone and
independent virtual networks, each one called a network slice. A network slice may consist of virtual as
well as physical resources. These logical network slices can belong to different network operators running
their customized services for their customers/users. This accommodation of multiple network operators
on same physical infrastructure is termed as multi-tenancy where each tenant is in charge and control of
its network slice and the respective services. The support for multi-tenancy in CHARISMA, aims at a
dynamic environment where virtual network operators (VNOs) can be realized by utilizing virtualised
slices of the underlying physical resources. Building on the (dynamically) allocated virtual resources,
VNOs are able to avoid the cost and complexity of deploying and managing their own infrastructure.
As an effect, VNOs’ efforts and resources can focus on the provisioning of software-based services
to their customers. As the time to the market for such soft component is substantial reduces, VNO's
are subsequently presented with the opportunity to focus on innovative services, differentiating
from competition and hence fostering. The virtual nature of the utilised resources brings the benefits
of a more flexible, dynamic management of resources, where allocation can closely follow demand,
thus yielding a more efficient resource utilization environment. The software-based realization of
VNO services fosters rapid innovation, in contrast to the slow evolution of specialised hardware
components, e.g., upgrading a SW firewall against a traditional, purpose-built firewall device.

In this context, a series of considerations emerge with respect to the co-existence of VNOs on top of
the same physical infrastructure. Namely:

Resource virtualization

The support of multi-tenancy requires the virtualization of compute, storage and network resources,
in an end-to-end fashion including the entire 5G access network. This means that a set of hardware
resources comprising the underlying infrastructure must be virtualised so as to be shared. As the
infrastructure landscape of 5G becomes increasingly complex, this resource set is expected to
become diverse and large across different areas of the network. As detailed in Section 3.2.4.3, a
series of different transmission technologies may reside at the physical infrastructure (e.g., 60 GHz
wireless, 10 GPON OFDM-PON, Point-to-Point wireless backhaul links), each resulting in the
introduction of a different set of network devices in the overall 5G infrastructure. Virtualizing the
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corresponding network resources, with the purpose of bandwidth sharing across VNOs, then results
in a complex environment where a correspondingly diverse set of southbound interfaces needs to
be supported for the configuration of the network slices on top of the introduced network devices.
The unification of these interfaces under prevailing southbound interface protocols such as
OpenFlow[4] and NETCONF[7], presents a significant challenge, especially for devices not currently
providing such support.

The overall landscape becomes even more complex with the introduction of compute and storage
resources. Though the technological advances in cloud computing provide mature solutions for
virtualization and the corresponding management of such resources, the introduction of these
capabilities in the context of access networks and multi-tenancy incurs challenges related to the
coordinated management and orchestration of the overall set of resources available to VNOs. A
unified approach for interfacing all involved resources is needed, including the monitoring and
configuration of a diverse set of devices, possibly over diverse interfaces supported e.g., NETCONF
vs. OpenFlow. The steering of traffic through the allocated (virtual) components of the architecture
(e.g., switches, virtual switches, VMs, HW middleboxes) also requires a centralized view of the
involved network elements and the supported technologies so as to satisfy the required
routing/forwarding while adhering to the bandwidth allocation of the slice.

In this complex environment, the role of the CHARISMA Control, Management and Orchestration
(CMO) architecture is important in ensuring a unified approach in the management and
orchestration of diverse types of resources.

Resource isolation

The co-existence of multiple tenants on top of the same physical infrastructure calls for the complete
isolation of the allocated resources. The volume and availability of allocated resources per tenant
should be affected neither by the allocation of resources to other tenants, nor by the utilization of
other tenants’ resources e.g., network traffic load, CPU utilization thresholds.

To this end, virtualization technologies play a key role. CHARISMA employs mature, state-of-the art
virtualization technologies to achieve the desired isolation. Network resource virtualization is based
on the use of VLANs (IEEE 802.1Q and IEEE 802.1ad), creating virtual Layer-2 broadcast domains per
tenant. Compute and storage resource virtualization is supported by state-of-the-art hypervisors
such as KVM.

Building on these technologies, the role of the CHARISMA CMO architecture is to subsequently
enable the efficient management of the available resources across the physical infrastructure.
Though existing virtualization technologies promise isolation across already allocated resources, the
overall management logic further needs to ensure that the achieved isolation is also ensured in the
context of dynamic conditions where the volume of allocated resources per tenant may potentially
be adjusted. This first boils down to an up to date view of the overall available and utilized resources,
which in turn enables efficient resource allocation schemes. Efficiency relates to the availability of
the potentially requested resources, upon demand, as well as to minimizing the need for re-
allocation of resources. Note that as the role of the CHARISMA CMO is to support these requirements
end-to-end, i.e., throughout the involved infrastructure, the corresponding monitoring,
management, orchestration and control functionality crosses the borders of particular network (e.g.,
front-haul link) and IT (e.g., uDC) segments.
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3.CHARISMA Control, Management and
Orchestration (CMO) Overview

3.1. CHARISMA Aggregation Levels Requirements

A key architectural innovation to the CHARISMA project is the use of a hierarchical and distributed approach
to the network architecture. Whereas the conventional C-RAN approach is more centralised in nature, with
data being routed and processed at the BBUs located within the central office, in CHARISMA we are pushing
out network intelligence, processing and routing out towards the end-users. This has various advantages,
including low latency (i.e. traffic is only routed via the lowest common aggregation point in the network,
rather than always via the CO which could require a 200-km round trip), lower access times for data (i.e. data
is cached at various caching locations, closer to the end-user), and also the ability to distribute traffic more
evenly across the network (i.e. load balancing of the network is more easily performed for such a hierarchical
and distributed network architecture.) As indicated in the Figure 2 below, the CHARISMA architecture has
been divided up into 4 hierarchical levels, with each active node at each level called a Converged Aggregation
Level (CAL), and designated as CALx, where x varies from 0 (located nearest to the end-users, e.g. a customer
premises equipment (CPE) gateway hub) up to 3 (i.e. CAL3 is the Central Office). Indeed, the CHARISMA
hierarchical level is scalable to higher levels, e.g. x=4 (i.e. CAL4) might be considered to be a metro ring node,
and CALS5 a core-metro interconnecting node.

CAL: Converged Aggregation Level IMU: Intelligent Management Unit FSO: Free Space Optics
OFDM-PON: Orthogonal Frequency
Division Multiplexing Passive Optical Network

CAL2

CAL3 CAL1 CALO
E.g. E.g. ) X E.g. E.g.
CO: Central Office Mac.ro-Bs. Base Station BS: Micro Base Station HGW: Home (or Hub)
DC: Data Centre ARN: Active Remote Node 5. g0 el Gateway
uDC: Micro Data Centre
IMU IMU IMU MU
_router,  router, _router, _router,
securit\Jcache securitv]cache securitvlcache securithache
100G OFDM-PON/ Optical fibre/ Optical fibre/
' wireless | mm-wave/FSO | . mm-wave/FSO
Back-haul Front-haul Perimetric-haul

Figure 2 Architectural Schematic of CHARISMA Converged Aggregation Levels (CALs)

The schematic for the CHARISMA-level architecture featuring the CALs from x=0 to x=3 is shown in Figure 2.
In addition, Figure 3 shows the broader context of the CHARISMA hierarchical CAL scalability up to the x=5
level.
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Figure 3 Scalability of CHARISMA CALs from x=0 to x=5

Each of the CAL in the CHARISMA hierarchy scheme is an intelligent and functionally active node, containing
a combination of security, routing and storage capability. Together, these intelligent data-processing
functions comprise the Intelligent Management Unit (IMU), which requires appropriate management and
control. In addition, with most (if not all) of the IMU networking functions virtualizable, such that
orchestration of the associated virtualised functions by the VIM is also necessary, there is considerable scope
for the NFV infrastructure (NFVI). The three main components of the IMU at each CAL are: security, routing,
and caching. Each of these IMU aspects have their own set of resources (both physical and virtual) to be
managed, performance criteria to be controlled, and virtualised functions to be orchestrated. Although many
of these aspects are discussed in greater detail in the following sections, we highlight here how these main
requirements at each CAL, each of which needs to be appropriately controlled, managed and orchestrated
by the overall CHARISMA CMO implementation of the VIM. In addition, with each of the IMU functions
replicated at each of the hierarchical CAL nodes, the CHARISMA CMO is also organising the necessary
orchestration and management at the appropriate level, and also so that the overall CMO is consistent and
coherent across the entire CHARISMA network architecture. With respect to the multi-tenancy aspects to
the CHARISMA architecture, this also needs to be made longitudinally consistent by the VIM along the end-
to-end infrastructure of the CHARISMA network.

We briefly identify here the resources (physical and virtualised) and QoS control aspects associated with each
of the IMU functions (security, routing, caching) located at CAL level in the CHARISMA hierarchy:

Security

Resources: hierarchical key distribution & encryption, end-user/user-equipment identification &
authentication, white & black lists, firewalls, DPI, IDS,

QoS Control: Network restoration, resilience, reliability, intrusion, operational status & monitoring

Routing
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Resources: no. of ports, decision for local (cross) or uplink routing, speed of routing (low-latency KPI),
buffering, bandwidth (Gb/s)

QoS Control: Queuing times & jitter, packet loss rate, operational status & monitoring
Caching

Resources: capacity of storage (e.g. 1TB, 10TB, 100TB etc., according to CAL level), computing resource (e.g.
number of CPU cores), bandwidth (Gb/s)

QoS Control: Access time (latency), Queuing times & jitter, packet loss rate, operational status &
monitoring, location of cached data (e.g. transferring to different CAL location)

All these CAL functions, their requirements, and CMO aspects are described in greater depth in the
subsequent sections of this document.

3.2. CHARISMA CMO

3.2.1. Overview

The CHARISMA project has the ambitious objectives of creating an open access 5G network architecture, to
allow virtualised slicing of network resources to different service providers (SPs) over the same common
infrastructure. It aims to virtualize the access network so that its control and management becomes
homogeneous, flexible and cost-efficient. This subsection provides a quick overview of CHARISMA CMO,
which serves as the basis for the CHARISMA Virtualized Security solution. That is, the CMO plane not only
encompasses the v-security management but also enables control, management and orchestration of the
physical and virtual resources of the CHARISMA architecture from end-to-end network service point of view.

Management & Orchestration

0SS/BSS ' NFV Orchestrator
§ VNO 1 VNO 2 VNO 3 TosMa | | senice Policy | [——]
! i Manager Cat. & Repos
Virtualized Network Functions Service Sanice
Mont & Orchestration
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(Cache Mngr)
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VNF VNF VSF(s)
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| Virtualization Layer |
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Figure 4 CHARISMA's CMO Architecture
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The high-level design of the CHARISMA control and management plane is shown in Figure 4. It closely follows
the ETSI NFV architecture [2] as the latter is a standard that has been developed internationally over several
years and is geared towards virtualization and multi-tenancy. Moreover, the ETSI NFV architecture comes
with background work on security [3] and performance [2].

The architecture consists of four groups of components: Virtualized Infrastructure (VI), Virtualized Network
Functions (VNFs), Management and Orchestration (MANO), and Operations and Business Support Systems
(0SS/BSS). CHARISMA will focus on the first three groups in an effort to enable multiple Virtual Network
Operations (VNOs) at the 0SS/BSS who will be sharing the hardware resources at the VI.

The Virtualized Infrastructure group virtualizes the hardware resources (computing, storage, and network)
via e.g., a hypervisor at the Virtualization Layer, which pools the resources and exposes them for
consumption by VNFs. The hardware resources constitute the CHARISMA access network, with the notable
addition of an Intelligent Management Unit (IMU) at each CAL. The IMU models computing and storage
resources that are either spare within access network equipment, e.g., BSs, or introduced with COTS
hardware, e.g., servers.

The Virtualized Network Functions group comprises software components that implement network functions
destined to run on the VI (and finally on the IMUs). CHARISMA will work specifically on implementing VNFs
for caching, switching, and security. However, any other network function, e.g., CDN, would be able to run
on the VI.

The Management and Orchestration group includes components for the combination of VNFs into graphs
implementing network services, the lifecycle management of VNFs, the coordination of allocating VNFs to
virtualized resources, the homogenized control and management of the hardware resources, and the slicing
of resources for supporting multi-tenancy. MANO operates under the policy set by the owner of the
hardware infrastructure and communicates with the OSS/BSS of VNO to report status and possibly to receive
requirements.

Further detail of each component and sub-component could be found in [4].

3.2.2. CMO Workflows and Procedures

This section describes high-level CHARISMA CMO workflows. These workflows illustrates the interaction
between CHARISMA actors with CHARISMA CMO and also the interactions between different CMO
components for the provisioning of network slice and end to end service.

3.2.2.1. Tenant Registration
Tenant registration is the procedure when a Virtual Network Operator (VNO) registers itself with the
CHARISMA Operator (Infrastructure provider). A successful registration will entitle the CHARISMA tenant (i.e.,
VNO) to request one or more network slices on which the VNO plans to deploy and run its services. Figure 5
illustrates the registration process. In this process, VNO receives security credentials which shall be used to
login to CHARISMA CMO, via CHARISMA GUI, for proceeding with the network slice and service requests and
design procedure.

CHARISMA -D3.2 -v1.0 Page 20 of 145



Virtual Network Operator Registration at Network Operator (CHARISMA Operator)
Virtual Network Operator Network/CHARISMA Operator

VNO CHARISMA GUI

!
|
I 1 Register for CHARISMA ssrvics
"
|
I

2 ihla Exc
gt fredentiple Exchanged L >

VIND CHARISMA GUI

Figure 5 VNO registration at CHARISMA Operator

3.2.2.2.5lice & Service provisioning

The workflow in Figure 6 illustrates the slice and service provisioning procedure for a VNO. In Steps 1 - 3 the
VNO has to authenticate itself before it can request resources. In step 4, the VNO can design a network slice
customized to a service it plans to run on that particular slice. A network slice is a subset of virtual and/or
physical resources available at the CHARISMA operator. Furthermore, the VNO can design the service itself,
that is, it can plan and design what virtual network function (VNF) (or Physical network functions) can be
placed where in the designed network slice to suit the service best. Once the slice and service has been
designed, the VNO can initiate the provisioning of both at the CHARISMA operator via the CHARISMA GUI.
Steps 5 - 10, show request and response of a successful slice creation. The slice creation request follows from
the NFV orchestrator to the Open Access Manager towards the physical infrastructure. Steps 11 — 12
illustrates the service provisioning which is triggered by the NFVO towards VIM which in turn deploys the
service on the allotted virtualized infrastructure that is the network slice of the VNO. The steps 1 -17 show
a simple and high-level workflow of a network slice and service provisioning in the CHARISMA eco systems.
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Figure 6 Slice & Service Provisioning by a VNO
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3.2.3. Service Orchestration

As we have described in deliverable D3.1 [4], the main responsibility of the Service Orchestration component
is to manage the virtualized Network Services (NS) lifecycle procedures. As the implementation of the Service
Orchestration is out of the scope of CHARISMA project, we have focused our efforts on identifying the key
requirements from an open source orchestrator solution that will allow us to achieve the main objectives of
CHARISMA project. Thus, in the following sections we present the list of requirements identified and then a
comparison of the available open source orchestrator solutions against these requirements.

3.2.3.1.Service Orchestration Requirements
The following table (Table 2) presents the list of requirements we have identified for the Service
Orchestration component:

Table 2: Service Orchestration Requirements

Req. ID Name Description Category
. . Functional /
The Service Orchestration MUST be able to Generic
OR.1 VNF On-boarding upload a VNF image and the assorted description
Orchestrator

in the local VNF repository and catalogue. . .
! pository & Functionality

The Service Orchestration MUST be able to gljer::e'crlic::nal /
OR.2 VNF Image Uploading upload the appropriate VNF images at the Orchestrator

deployment points (aka NFVI PoPs). Functionality

The Service Orchestration MUST be able to direct
instantiation command to the VIM (s) in order to

Functional
bootstrap the VNF images per tenant or per . /
- . . Generic
OR.3 VNF Instantiation service. It MAY request the creation of
Orchestrator

appropriate flavours for each VNFC

. . . . . Functionalit
accommodation (information is provided in the y

VNFD).
. . . Functional /
The Service Orchestration MUST be able to direct Generic
OR.4 VNF Configuration the VNFM for post-configuring the VNF according
Orchestrator

to the tenant policies. . .
Functionality

Functional /
ORS VNF Monitoring The \{NFM MUST t;e able to rgtneye VNF instance = Generic
run-time information for monitoring purposes. Orchestrator
Functionality
Functional /
ORG VNE Termination The VNFM MUST be able to terminate a VNF, Generic
upon request. Orchestrator
Functionality
. Functional /
The VNFM MUST be able to dynamically scale- .
.. . Generic
OR.7 VNF Elasticity up/down the allocated resources to existing
Orchestrator

VNFs. . .
Functionality
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OR.8

OR.9

OR.10

OR.11

OR.12

OR.13

OR.14

OR.15

OR.16

OR.17

OR.18

VNF Image Store

VNF Forwarding Graph

NS request

NS deployment

NS configuration

NS termination

NS elasticity

NS Catalog

NS Composition

Service Function
Chaining

NS resource mapping

The Service Orchestration MUST maintain a
repository of VNF images and VNF descriptors.

Internal VNF Forwarding Graph MUST be
described in the VNFD.

The Service Orchestration SHALL be able to
accept and handle NS requests.

The Service Orchestration SHALL be able to
deploy the requested NSs by provisioning the
necessary computing, network and storage
resources needed for the deployment of the NS
service.

The Service Orchestration SHALL be able to
configure or update the configuration of an
instantiated NS, upon request or automatically.

The Service Orchestration SHALL be able to
terminate a NS upon request.

The Service Orchestration SHOULD be able to
dynamically scale-up/down the allocated
resources to existing NSs.

The Service Orchestration SHOULD maintain a
repository of NS Descriptors.

The Service Orchestration SHALL be able to
compose network services.

The Service Orchestration SHOULD construct via
the NS Composition process a service function
chain to be realized over the virtualized
infrastructure.

The Service Orchestration SHALL be able to map
NS requests received from customers to the
network, such that all service requirements are
met (e.g. computational requirements, network
topology, processing, storage and network
resource availability).

Functional /
Generic

Orchestrator
Functionality

Functional /
Generic
Orchestrator
Functionality

Functional /
Generic

Orchestrator
Functionality

Functional /
Generic
Orchestrator
Functionality

Functional /
Generic

Orchestrator
Functionality

Functional /
Generic
Orchestrator
Functionality

Functional /
Generic

Orchestrator
Functionality

Functional /
Generic
Orchestrator
Functionality

Functional /
Generic

Orchestrator
Functionality

Functional /
Generic
Orchestrator
Functionality

Functional /
Generic

Orchestrator
Functionality
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The Service Orchestration SHALL be able to

Functional /

OR.19 Infrastructure discover/collect and retain infrastructure Generic
) Repository topology, platform features and resource Orchestrator
availability. Functionality
Functional /
The Service Orchestration MAY be able to Generic
R.2 Multi-sit t e
OR.20 utti-site managemen orchestrate resources across multiple sites (PoPs). = Orchestrator
Functionality
. . . Functional /
The Service Orchestration SHALL update its Generic
OR.21 Resources tracking inventory of allocated/available resources when
Orchestrator
resources are allocated/released. . .
Functionality
OR.22 Access Control The Service Orchestration SHALL support user Funct!onal /
management and access control. Security
This requirement stems from the need to possibly .
. . Functional /
. change the Forwarding Graph of a running .
Forwarding graph . . . Generic
OR.23 Network service as part of the decision taken by
update . . ; Orchestrator
the Service Policy Manager based on input from Functionalit
Security M&A. ¥
_ o Functional /
Slice provisioning The Service Orchestration SHALL be able to Generic
OR.24 . S
accept and handle requests for slice provisioning. | Orchestrator
Functionality
F ional
The flexibility of placing a VNF at a certain point in unctpna /
OR.25 VNF Placement . Generic
the network slice, e.g, CAL 2 or CAL 1.
Orchestrator
Adaptable and flexible It should be possible to influence and contribute
OR.26 Orchestrator to future versions of the architecture of our Strategic
Architecture Orchestration Platform.
Adaptable and flexible It should be possible to easily update and
OR.27 Orchestrator introduce new modules in the Service Strategic

Implementation

Orchestration Software implementation.

The identified requirements are categorized as functional providing generic orchestration functionality,
which is related to the life-cycle management of the NSs, functional providing required security functions to
the service orchestration component and strategic, underlying a need for robust and interoperable design to
accommodate future changes or updates to the sub-components of the orchestrator.

3.2.3.2.Service Orchestration Technology Selection Rational
An important activity within WP3 is the identification of the key software that will serve as the Service
Orchestration component. While more than one technology may exist for the specific role, initial selections
are made around the most appropriate match to the requirements identified in the previous section, the
level of community, the support and documentation provided for the installation, use and function of the
orchestrator solution. Another factor of major importance has been the experience and hand-on knowledge
of the consortium with the specific technology. We first collected an initial set of open source orchestrators
selected for the service orchestration component, and performed a detailed survey amongst existing
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solutions against a number of features that have been decided as obligatory to achieve the project’s
objectives. The initial selection of orchestrator solutions includes TeNOR, the orchestrator from T-NOVA
project, OpenBaton, OpenStack Tacker and OpenMano, the orchestrator that has been an outcome of Unify
project, Hurtle originating from MCN project, RIFT.io and a rising initiative, Open Source Mano (OSM).

As the survey information is lengthy, we have collected the comparison in two tables (See Appendix | - Table
9 and Table 10). First table presents a comparison of TeNOR, OpenBaton, Tacker and OpenMano, while the
other table provides comparison between the orchestrator that has been an outcome of Unify project, Hurtle,
RIFT.io and OSM.

Several drawbacks and deficiencies have been identified to some of the reviewed orchestrators. For example,
OSM and RIFT.io have not reached a desired level of maturity, as at the moment of review, no open source
releases of both solutions have been published yet. Unify and Hurtle are not fully NFV-compliant
orchestrators, a feature which is assessed as a must-have for our needs. With regard to the basic
functionalities and requirements identified in the previous section, the comparison phase has concluded that
TeNOR and OpenBaton orchestrators are those that provide a better match to our needs. To the selection of
TeNOR, the consortium’s previous experience has played an important role. I2CAT and NCSRD are amongst
the partners of T-NOVA project and especially i2CAT has been amongst the main contributors in the
development of TeNOR. We consider this a significant fact as due to the gained hands-on experience and
deep knowledge of the internal functions of TeNOR, that will allow us to avoid a steep learning curve for
understanding the details and functions of another orchestrator solution. On the contrary, key factors for
the selection of OpenBaton have been the offered detailed documentation and the community support.

To select amongst the two solutions, a second round of assessment was made in an effort to evaluate TeNOR
and OpenBaton in more depth. Table 11 in Appendix | reflects this second assessment against the identified
requirements.

After this second survey, no final selection was made amongst the two orchestrators. The decision that the
consortium partners took was to experiment and work with TeNOR orchestrator during the first year of the
project. In addition, for every new component developed, interoperability should be taken into account as
in the following years of the project another orchestrator might be selected. Standardized interfaces (e.g.
REST APIs) should be implemented and architecture modularity should be supported.

3.2.3.3.TeNOR (T-NOVA orchestrator)
T-NOVA project designs and implements a management/orchestration platform named TeNOR for the
automated provision, configuration, monitoring and optimization of Network Functions-as-a-Service (NFaa$)
over virtualised Network/IT infrastructures. The following figure presents TeNOR's high level architecture.
The functional blocks represented as yellow, blue, and red are TeNOR specific functions, while the green
blocks represent T-NOVA north and southbound system components.
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Figure 7: TeNOR high-level architecture

For TeNOR, a micro-service based architecture was selected, to ensure a lean and modular implementation
and operation of the system. Micro-services are organized in two groups: one dedicated to NSs, which
provides services to the upper layers (i.e. green blocks) and requests services from the second group, which
is dedicated to VNFs related operations. The micro-services required for the function of TeNOR are:

1. NS/VNF Manager: it is a facade for the northbound interface (the Marketplace for the NS Manager,
the NS Manager for the VNF Manager (VNFM)), and manages the NS/VNF Catalogue. The proposed
architecture embraces both the concept of generic VNFM as well as VNF specific VNFMs, as
suggested by ETSI WG;

2. Service Mapping: this module contains the mapping algorithm implementations, which map the
required re- sources to support a NS instance to the best available location in the infrastructure;

3. NS/VNF Provisioning: it accepts requests for NS in- stances from the Marketplace (through the NS
Manager) and for VNF instances from the VNFM; it also manages the NS/VNF Instances repositories;

4. NS/VNF Monitoring: it accepts Virtual Machine (VM) based monitoring data from the lower virtualize
infrastructure and management (VIM) layer and maps it to the corresponding NS/VNF instances. This
data is later given to the Marketplace, for both Customers and Function Provider dashboards;

5. SLAEnforcement: responsible for comparing monitoring data to the agreed SLA for every NS instance,
and generates alerts for impending SLA breaches. Data associated with a potential breach is passed
to the NS Manager, which initiates the necessary actions to guarantee the SLA (it either migrates or
scales VNF instances or improves their network connections).

Information on TeNOR architecture and implementation in more detail can be found in [17] and [18].

3.2.4. Virtual Infrastructure Manager (VIM)

3.2.4.1.VIM Requirements
The Virtual Infrastructure Manager (VIM) is responsible for the management and control of the available

virtual and physical compute, storage and network resources. The primary responsibility of the VIM is to
manage and control the virtualized resources available in the Network Function Virtualization Infrastructure
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(NFVI), which includes both hardware (e.g., servers) and software (e.g., hypervisor) components. More
specifically, and in the context of CHARISMA, the VIM is responsible for the management and control of the
considered NFVI-Points-of-Presence (NFVI-PoPs), available at each aggregation level (CAL) of the architecture.
In practice, CHARISMA NFVI-PoPs correspond to the envisioned micro-Data Centers (uDC) located at the
respective CAL locations (see Section 3.1), which include compute (i.e., servers), storage (e.g., storage area
network) and network (i.e., uDC network). Beyond NFVI-PoPs, the CHARISMA VIM is further required to
manage and control the various physical network resources available in the 5G access network e.g., 10Gb
GPON, 60 GHz links, for the support of multi-tenancy across the respective regions of the network (see
Section 3.2.4.3).

In this context, the purpose of the management and control operations of the VIM is to support the fine
grained and dynamic (de)allocation of the underlying resources for the support of end-to-end network slices
and/or services. This comes to serve the needs of multi-tenancy scenarios, where resources are allocated to
VNOs, as well as the needs of particular services for the support of security and low latency e.g., realization
Intrusion Detection Systems or caching elements on top of virtualized resources.

Resource monitoring

The VIM is required to keep track of the available resources and their allocation to the physical resources.
The VI Monitor component of the VIM is responsible for this functionality [4]. This corresponds to the
maintenance of detailed information describing the total amount of existing resources, their current
utilization by particular VNFs and the residual capacity of the infrastructure. In particular, the VIM is required
to collect and maintain information about:

e Computing resources:

o Number of CPU cores

o Amount of Random Access Memory (RAM) (GB)
e Storage resources:

o Amount of storage space (GB)
e Network resources:

o Bandwidth (Gbps)

The VIM collects and maintains this information allowing the assessment of resource utilization and resource
availability on a per physical component basis (NFVI-PoP, physical network link), but also on a virtualized
component basis i.e., per Virtual Machine (VM) instantiated.

In addition to resource utilization/availability levels, the VIM is required to keep track of the health of the
existing resources in terms of availability i.e., current status, uptime, etc.. Again, this information is required
to be maintained on a per physical component basis (NFVI-PoP, physical network link), but also on a
virtualized component basis i.e., per Virtual Machine (VM) instantiated.

The VIM is required to expose the collected information to the orchestrator (NFVO) so as to enable the latter
to assess the feasibility of requested VNF realizations. Additionally this information should be exposed to the
Virtual Network Function Manager (VNFM) for the potential support of auto-scaling functionality e.g., scaling
out with additional VM instances when CPU utilization of a certain VM reaches a predefined threshold.
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The resource monitoring functionality of the VIM falls into the broader set of monitoring functionality in the
CHARISMA architecture, and in particular the Service Monitoring and Analytics architecture. We elaborate
on the design of the latter in section 4.2 where we show how the VIM resource monitoring functionality
contributes to the overall operations.

Slice/Service lifecycle support

The VIM is required to support the entire lifecycle of the requested slices and/or services. By slices, we refer
to the overall set of resources allocated by the infrastructure provider for a certain VNO. By services, we refer
to particular functionality instantiated and supported on top of a set of allocated resources (either within a
VNO slice or not). This corresponds to the allocation of the requested resources to particular VNOs, in the
case of multi-tenancy, or to the network operator itself when no multi-tenancy is considered and
virtualization is utilized to support the operations of the infrastructure owner itself e.g., instantiate a VM for
the realization of an Intrusion Detection System (IDS) in the case of vSecurity.

The slice or service lifecycle includes the instantiation, re-configuration and termination processes. The VI
Controller component of the VIM is responsible for this functionality. In particular, the VI controller is
required to directly interface the NFVI enabling these processes for:

e The lifecycle management of the VMs realizing the VNFs. Note here the distinction between VMs
and VNFs. A VNF is realized by a VM, but its lifecycle support includes additional aspects related to
its connection to other components of the VNF Forwarding graph, auto-scaling behavior (see next),
etc. The overall VNF lifecycle is managed by the VNFM component of the architecture. VM lifecycle
support first includes instantiation and termination eventslt is noted that the adjustment of the
allocated compute and storage resources once a VM has become active is subject to the hypervisor
capabilities. This feature is not currently supported in cloud environments. However, an important
case related to the management of existing VNF configurations is that of auto-scaling where the
amount of resources allocated is managed through the instantiation/termination of additional
instances, subject to resource utilization and performance criteria. This task is supported by the
Cloud Controller component of the VI Controller [4].

e Thelifecycle management of the network configuration within the NFVI, which includes the creation,
re-configuration and termination of the Virtual Links, virtual networks, sub-nets, etc. required for
the realization of VNF Forwarding graph i.e., steering traffic through the intended VNFs. In practice,
this corresponds to the configuration of virtual or physical forwarding devices within each involved
NFVI-PoP and across the involved NFVI-PoPs. Reconfiguration of established links/networks can
refer to the change of a topology e.g., adding a VNF in the end-to-end path, or the change of assigned
resources i.e., bandwidth. This task is supported by the Network Controller component of the VI
Controller [4].

e The lifecycle management of the network configuration within the physical infrastructure, which
includes the creation, re-configuration and termination of network slices for the support of multi-
tenancy e.g., the configuration of VLAN tags per supported VNO. This task is supported by the Open
Access Manager component of the VI Controller [4].

The VIM is required to support the management and control of the available resources with a unified
approach towards the different constituent components of a network slice and/or service. In the context
of CHARISMA, this correspond to a unified northbound interface of the VIM towards the orchestrator
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component (i.e., the NFVO), for the Slice/Service lifecycle management support. To this end, the
Network Controller and Open Access Manager functionalities can be realized through a common
technical realization based on the principles of Software Defined Networking. More specifically, a single
(logical) SDN controller instance is envisioned to support this functionality for both the Network
Controller and Open Access Manager operations. In practice, this translates to the requirement for the
support of a series of southbound interfaces of the SDN controller, for the control of the various virtual
and physical network devices. In the case of virtual or physical switching devices, the southbound
interface is required to be realized over the OpenFlow standard so as to preserve compatibility with the
prevailing setup of modern (u)DCs, where OpenFlow is dominant. A detailed description of the
southbound interfaces with other physical network devices in CHARISMA is provided in Section 3.2.4.3.

3.2.4.2.VIM Technology Selection Rational

On a technical level, the realization of the VIM functionality is based on solutions developed for cloud

computing environments and the management and control of the resources within the corresponding data

centers. D3.1 presented a detailed assessment of the various available cloud management solutions including:
OpenStack([9], Eucalyptoys[10], Cloudstack[11] and VMWarevCloud suite[12] [4].

Selecting a particular cloud management platform requires the assessment of a wide set of criteria:

Adoption

It is important that the selected tool is widely adopted by the corresponding industrial and R&D
communities as this is an indication of the maturity of the tool, its robust design and implementation.
Moreover, wide adoption yields a wide set of use cases, including the operation of the software in
different setups (e.g., hardware configurations) usually leading to a large knowledge base for the tool,
especially if the too is Open Source. At the same time, wide adoption, promises a large impact of
potential contributions to the tool, again, in the case of Open Source tools. In the particular context of
the envisioned Management and Orchestration architecture, the adoption by the respective community,
as this is formed by standardization bodies (ETSI NFV), related industrial and academic efforts, plays an
important role.

Functionality

It is important that the selected tool provides maximum support for the identified set of functional VIM
features.

Open source

It is important that the selected tool is not a proprietary solution and allows the potential extension of
its functionality if needed, enabling the possibility of contributing to the current SoA. Also, the support
of the wide development community of open source tools, including the usually (but not always)
extensive documentation, debugging efforts and shared experiences, are expected to facilitate the
adoption of the tool, enable the quick troubleshooting, and promise a stable operation.

Orchestrator compatibility

In a particular instance of this aspect, the adoption of a cloud manager tool for the use as a VIM in existing
NFV management & orchestration (MANO) projects is of particular interest. The CHARISMA project
targets the realization of the designed CMO architecture based on state of the art tools, so as to minimize
implementation efforts to the exact set of CHARISMA specific features. As the orchestrator component
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plays a significant role in the presented architecture, it is of great importance that the selection of the
VIM tool is aligned with the technology selection for the orchestrator. In this assessment we have
considered TeNOR and OpenBaton as the main candidate orchestrators (see Section 3.2.3.2).

Table 3 below presents a high level overview of the assessed criteria for the various inspected Cloud
management tools.

Table 3 Cloud management tool comparison

Openstack Eucalyptous CloudStack VMWarevCloud
Adoption v v v v

Functionality

Resource
Monitoring

x v

Slice/Service
lifesycle
support

Open Source

Orchestrator
compatibility

SN NS
NN

Adoption

All assessed tools where initially selected based on their maturity as projects/products and their
corresponding adoption by the cloud industrial sector. As such, they are all considered mature enough to
support the basis for the CHARISMA VIM component. More specifically:

e QOpenStack is one of the most widely adopted cloud management solutions with a large user base
[23]. Additionally, the OPNFV open source integration project [24] has adopted OpenStack as the
VIM solution [25]. OPNFV aims at accelerating NFV's evolution through an integrated, open platform.
The project is supported by the Linux foundation and a series of big vendors.

e  Eucalyptous supports Amazon Web Services (AWS) one of the biggest cloud providers [26].

e (Cloudstack provides a cloud management solution for a long list of cloud operators and other users
[27].

o VMWarevCloud is also one of the prevailing cloud management solutions [28].
Functionality

All assessed tools provide support for a large part of the identified functional requirements. This assessment
has been based on the identified major functional blocks. Namely:

Resource Monitoring
e QOpenStack provides monitoring support through the Ceilometer/Telemetry service [29]

e Fucalyptous provides support for monitoring both natively [30] and through a Nagios plug-in [31].
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e (loudstack uses an asynchronous service that periodically (and usually infrequently) generates
resource usage reports [32]. A more flexible, real-time approach is provided as a third party
proprietary solution [33].

e VMWarevCloud also provides native monitoring support [34].
Slice/Service lifecycle support

e OpenStacksatisfies the slice/service lifecycle support on the NFVI level through the Nove compute
service [35]. The Neutron service component provides support for network configuration but with
limited support for complex NFVI Forwarding graphs [36]. Auto-scaling is supported by the Heat
service component [37].

e Fucalyptoussatisfies the slice/service lifecycle support on the NFVI level and an auto-scaling solution
[38].

e C(Cloudstack satisfies the slice/service lifecycle support on the NFVI level also providing and auto-
scaling solution [39].

e VMWarevCloudsatisfies the slice/service lifecycle support on the NFVI level.
Open Source

All assessed tools, except for the case of VMWare vCloud, are open source. OpenStack and Cloudstack are
both released under Apache 2.0 licences. Eucalyptous is released under a GPLv3 licence.

Orchestrator compatibility
Both carefully assessed candidate Orchestrators, namely TeNOR and OpenBaton, support generic VIM

interfaces. However, they were both developed with OpenStack as the reference VIM solution.

3.2.4.3. CHARSIMA Physical Network Resource Management Interfaces
This subsection details the different management APIs of different physical devices under consideration for
CHARISMA network. They are listed here as by design CHARISMA aims to tackle unified control and
management goal at VIM layer via its Open Access Manager (See Section 4.3.1).

10GPON system

OLT management can be achieved through its open management interfaces: SNMP and CLI (Command Line
Interface). And HTTP/HTTPs (Web Ti) proprietary (XML based) interface is also available.

With respect to SNMP and CLI, the data model MIB is common to both approaches and offers a high level
abstraction of the OLT resources and management operations.

OLT supports the following management features:
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e Local management by CLI and HTTP or HTTPS web browser

e Remote management using Telnet or SSH and SNMPv1/v2/v3
e CPE remote management over OMCI and TR-69

e In-band and out-of-band management

e Receive power monitoring per ONT

e Per-user accounting and logging

e Local alarm storage and Syslog

e Automated backup, restore, and rollback

Both Web Ti and CLI provide the system with Local Craft Terminal (LCT) functionalities.
There are two different ways to access the management interfaces of the equipment:

e Connect to the management port (ETH)
¢ Inband Management (using a management VLAN)

To manage the OLT equipments, the OLT Ethernet management port must be connected to the Service
Provider DCN, or connected directly to the manager’s Ethernet port.

There are two management ports, G1 and G2 in front panel of the Switch Fabric card.
G1 is the interface that should be used for the DCN connection, since it has a configurable IP address.

G2 is the interface that should be used for local access to the Equipment since it has a fixed IP address:
192.168.200.254 / 25.

The OLT supports HTTPS with the following features:

e Mechanism to import certificates,
e Admin and Port and SSL version configurable,
e Supported SSL versions: any, SSLv3, TLSv1, TLSv1.1, TLSv1.2

Switch Fabric 62|61

Figure 8 Managing OLT locally
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Figure 9: Managing OLT by the Management Network

To manage the OLT equipments by the Inband interface, there must be a management VLAN configured
which interconnects MPLS network to the DCN.

The OLT supports the forwarding of traps to multiple simultaneous servers (up to 3), including:

e Trapv2
e INFORM
e Trap/ACK - SNMPV1 traps with ACK.

The Trap/ACK type is specific for use with Altice Labs' Management System. Only one IP may have set the
type 'TRAP-ACK' (limited implementation).

Trap v2 and Inform are standard. The UDP port can be configured to send traps, default 162 (standard).
The OLT supports up to 10 simultaneous SNMP managers.

These managers are able to do get-set operations, as well as receive SNMP traps.

Four external input alarm conditions are supported on the OLT1T1 through each Switch Fabric card.

In order to manage the optical network units (ONUs), the OLT systems comply with ITU-T G.988 (10/2012) -
ONU management and control interface (OMCI) specification.

G.988 recommendation specifies the managed entities of a protocol-independent management
information base (MIB) that models the exchange of information between an optical line termination (OLT)
and an optical network unit (ONU). Configuration of OMCI channel encryption is supported.

A REST/JSON interface, suitable for M2M integration, is offered at the EMS level. This interface allows full
FCAPS and provides an easy and fast way to achieve network programmability, creating a mediation layer
between the higher level applications and the network itself (including the necessary abstraction and
orchestration of the physical OLT resources).

A definitive step towards SDN will be achieved once the OLT supports an Openflow interface and
configuration model. With this lower level interface, new network functions could be more easily implement
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without the need for new OLT SW releases, depending only on the programmable components of a SDN
controller.

60GHz Wireless System

With respect to the 60-GHz wireless system used within the CHARISMA architecture, for the final
demonstrator we are proposing to use the Talon AD7200 multi-band WiFi router, which supports the
802.11ad standard. In particular, it features data rates up to 4.6 Gb/s in the 60-GHz band. Full software-based
management control is possible of the equipment via the following interfaces:

e 4x10/100/1000Mbps LAN Ports
e 1x10/100/1000Mbps WAN Port
e 2 xUSB3.0Ports

In addition, the management control features the following options and configurations, which can be
controlled via the CHARISMA physical network resource management interfaces:

e DHCP: Server, Client, DHCP Client List, Address Reservation
e Quality of Service: WMM, QoS
e WAN Type: Dynamic IP/Static IP/PPPoE/PPTP(Dual Access)/L2TP(Dual Access)
e Management: Access Control, Local Management, Remote Management
e Port Forwarding: Virtual Server, Port Triggering, UPnP, DMZ
e Dynamic DNS: DynDns, NO-IP
e Access Control: Parental Control, Local Management Control, Host List, Access
e Schedule, Rule Management
e Protocols: Supports IPv4 and IPv6
e USB Sharing: Supports Samba(Storage)/FTP Server/MediaServer/ Printer Server
VPN Server: PPTP, OpenVPN
TrustNode

The TrustNode router is a CPU-FPGA hybrid device. The main part of the traffic will be processed in hardware,
the CPU acts an support for advanced routing decisions and as configuration interface. The CPU is accessible
using well known software interfaces like ssh and openflow. The FlowEngine, which is a part of the TrustNode
hardware can be used to accelerate selected Flows. The configuration can be done via command line
interface or is automatically feeded with flows from the OpenvSwitch core.

The configuration of the highspeed IPv6 routing (6Tree) can be changed using the hardware human interface
on the TrustNode device. This is part of the TrustNode security concept which tend to provide a secure and
stable IPv6 network as base for software defined network technologies.

Open Flow Support

TrustNode allows a straightforward implementation of an OpenFlow switch (Figure below). The Control
Processor implements the OpenFlow Channel, while the FlowEngine implements the extension to the
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OpenFlow data path. For the configuration interface, all features of the current OpenvSwitch version 2.5.0
are supported. For further documentation see: http://openvswitch.org/support/

A detailled description of openflow is done in Apendix VI.

TrustNode as OpenFlow Switch

Hardware reconfiguration

The TrustNode allows modification and extension of HW and SW part, i.e. the

FlowEngine in the FPGA and the ATOM Control Processor.

For HW modifications/ extensions relevant parts of the design are provided as VHDL source code.

Basic modules such as Ethernet framing interfaces, serial-to-parallel conversion, packet multiplexing and
gueuing mechanism are hardwired, so that basic operation is always assured. Ethernet switching with MAC
learning and forwarding and the 6Tree algorithm are hardwired as well. For implementation of new
forwarding mechanisms modifications/ new functions can be implemented in the ingress data path, in the
scheduler and in the egress data path. In the data path two types of forwarding modules exist, pipelining
block and storage block (Figure below). The former needs a definite number of cycles to execute a task. No
pause is allowed. The back pressure signal TREADY is disabled or — as indicated with the dotted line — is
directly bypassed to the preceding block. The storage block contains a Fifo to buffer the data stream during
pauses, which occur for example during VLAN tag insertion. For both block types templates are provided.

For HW design a free tool chain Vivado Design Suite "WebPack" can be downloaded from xilinx.com. To
implement HW modifications/ extensions the HW description language VHDL is needed. A highlevel entry
tool to replace VHDL by a higher level language (C, Python, etc.) is under investigation.

For the reconfiguration of the FPGA during run time an embedded USB-JTAG is used which will be available
in Trustnode v1.3. The configuration can be initiated from the Atom CPU.

Smart NIC card

Ethernity smart network adapter implements few option for management of Flow Processor’s functions (see
picture below) doing the solution suitable for almost any infrastructure/environment and enabling to
Manage vNF offload on top of ETH NIC, to accelerate data forwarding in HW. The following options are
presented:

e “C” Language Advanced APl enables any application (VNF) to set the configuration

e CLI—command line interface through local terminal, Telnet or SSH to get configuration

e  RESTfull APl - XML/HTML interface is used by high level application in OpenStack environment

e OF — Open Flow agent enabled standard Controller access to configure NIC
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Figure 10 Ethernity NIC APIs: Server view
Appendix IV provides a detailed description of the CLI interface.

Evolved Packet Core (EPC) and eNB

The EPC and eNB considered for demonstrators by CHARISMA can be configured using Open Air Interface
(OAl) files. The following table contains the parameters we configured in Open Air Interface (OAl)
configuration files for the setup of the EPC and eNB.

Table 4 Configurable parameters for MME, S-GW and P-GW, & eNB

Mobility Management Entity (MME) S-GW and P-GW

IP addresses of the Mobility Management IP addresses of the S-GW = PLMN (MCC, MNC, TAC) and the IP
Entity (MME) interfaces (S1-MME) and P-GW address of the MME

The detail configuration files for MME, S-GW, p-GW, HSS database management, and eNB are given in
Appendix VII.

Cache Node

MoBcache (MB) is a dedicated mobile router-server prototype enabling content caching and prefetching
functionalities. MoBcache is specially designed for mobile scenarios in Charisma system to keep the service
continuity while a user moves and makes hand over between networks. MoBcache is designed be managed
and configured based on Network Configuration Protocol (NETCONF). NETCONF provides mechanisms to
install, update, and delete the configuration of network devices, such as routers, switches, and firewalls. It
uses Extensible Markup Language (XML)-based or JavaScript Object Notation (JSON) data encoding for the
configuration data and as the protocol messages. The NETCONF protocol operations are realized as remote
procedure calls (RPCs).
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Netopeer server is running on MoBcache, Netopeer is a set of NETCONF tools built on the libnetconf library.
The goal of a Netopeer server is to provide a generic NETCONF framework that will allow network device
developers to apply configuration changes to their devices without any knowledge of the NETCONF protocol.
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Figure 11 Management interface for Cache Node in CHARISMA

Figure 11 shows the interface design between cache nodes and management system. In the management
system, Netconf client (for example, netopeer-cli or OpenDayLite netconf client) is used to communicate
with Netopeer server running on the cache node.

OFDM-PON

The development of the management interface for OFDM-PON is split in two phases, because two
generations of hardware will be used for OFDM-PON within the project.

In the first phase, a Virtex6-based development platform will be used. An overview of the hardware and
software for the management interface is given in Figure 12. The central part is a PC-based controller, which
provides the connectivity to the server running the orchestrator and to the OFDM-PON. The interface to the
server can be realized using GbE/IP and the interface to the OFDM-PON is realized using a programming
device via JTAG.
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On the OFDM-PON controller (PC-based) runs a Tcl [19] interpreter, which allows easy access to the OFDM-
PON parameters. Currently a predefined set of bitloading masks can be selected using a Tcl script. This means
the modulation format for each of the 1024 subcarriers is set to the predefined value of that mask. In a later
stage the script will be modified to set the modulation format for each subcarrier individually. An exemplary
call of the respective script is shown below.

xtclsh.exe ..\..\cse\tcl\csevio ofdmBL.tcl -usb -bl 3

Here, the usb interface is selected and the 3rd (predefined) bitloading mask is chosen, which sets the
modulation format to 16-QAM on all subcarriers.

In the second stage a Virtex7-based FPGA platform together with a Power PC controller will be used. The
availability of that platform is planned for M15. The block diagram of the planned management interface is
depicted in Figure 13. The main modification is the replacement of the PC-based controller by the on-board
Power PC. It is planned to use Linux as OS and Python to program the interfaces. The complete platform
documentation is not yet provided; therefore modifications might be required after availability.

Point-to-Point wireless backhaul

Backhaul networks have special requirements and characteristics that make them different than enterprise
networks and exploiting the power of SDN is a challenging task in this case. Initially, the work is based on
OpenFlow-enabled virtual switches which can provide all the desired features and are readily available for
experimentation. In this way, testing and validation of the full desired functionality will be possible, without
the hurdles imposed by the physical equipment. Next step is to make the necessary adaptation to the physical
equipment so that it becomes SDN-ready and eventually support with SDN-managed backhaul the final
integrated demonstration.

In order to integrate the physical equipment to the CHARISMA CMO, we need to establish its communication
with the SDN controller, as described in Figure 34. A main approach for this is to use OpenFlow. Our
architectural proposal for enabling OpenFlow on the switching component of the backhaul hardware is to
use an adaptation layer on top of the Network Processor and an OpenFlow agent, such as Indigo [40].

Two sets of modules are proposed to be used: The platform-specific modules and the platform-independent
modules (Figure 14).
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The platform-specific modules (Data Path Abstraction layer) are:

e Forwarding Engine: This module exposes interfaces that allow the manipulation of the
platform’s forwarding engine as represented by OpenFlow protocol.

e Port manager: This module exposes interfaces that allow the interrogation and manipulation
of the platform’s data plane entries.

The platform-independent modules are provided by Indigo agent, an open source project aimed at enabling
support for OpenFlow on physical and hypervisor switches [41]. Its most important modules are:

e The socket manager: Provides the functionality for managing sockets. It provides a generic socket
registration process as well as timer event processing to allow these functions to be integrated in
single threaded environments.

e The OpenFlow connection manager: Provides the functionality for managing OpenFlow connections
such as addition and removal of connection instances, tracking the connection state (handshakes,
keep alives) and applying rate limiting policy for asynchronous messages.

e The OpenFlow state manager: Provides the functionality for representing the OpenFlow state of the
switch in a platform-independent way. This allows the decoupling of database-like queries on the
OpenFlow flow table from the manipulation of the forwarding state which is platform specific.

Future Investigation

To be able to manage a network equipment through CHARISMA orchestrator, the equipment needs to
interface to an SDN controller. OpenFlow adequately covers all flow-related aspects of a network equipment.
As however a wireless backhaul is more complex than a plain switch, there are parts (e.g. radio) that need
to be managed and are not covered by OpenFlow. There are alternative ways for a backhaul equipment to
interface to the SDN Controller, such as SNMP and NETCONF.

SNMP has been successfully used for monitoring and fault management of network devices but has not been
equally successful for their configuration due to its cumbersome usage and operational complexity and
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consequently it is currently mainly used for fault handling and monitoring [42]. To simplify network
management, operators currently pose some key requirements:

e distinction between configuration data and data that describe operational state and
statistics

e an easy way to do consistent checks on configurations and

e the capability to configure the network as a whole rather than individual devices [22].

Network Configuration Protocol (NETCONF) is an IETF network management protocol [43] (RFC 6241) which
recently attracted attention mainly from operators, as it addresses the above requirements.

NETCONF provides mechanisms to install, manipulate and delete the configuration of network devices.
Moreover NETCONF provides schema-driven data and detailed structured error return information in
contrast to CLI and is also designed to be a replacement for CLI-based interfaces which are vendor specific.
NETCONF can be conceptually partitioned into four layers: Secure transport protocol, Messages, Operations
and Content.

Further details on NETCONF are presented in Appendix V: NETCONF.

The YANG [44] data modeling language (RFC 6020) has been developed to model the Operations and Content
layers of NETCONF. A YANG module defines a hierarchy of data that can be used for NETCONF-based
operations, including configuration, state data, RPCs and notifications. YANG can be said to be tree-
structured rather than object-oriented. Configuration data is structured into a tree and the data can be of
complex types such as lists and unions. The definitions are contained in modules and one module can
augment the tree in another module. YANG also differs from previous network management data model
languages through its strong support of constraints and data validation rules.

As part of our research we are also going to evaluate the use of NETCONF or a possible combination with
OpenFlow for SDN-based control and management of wireless backhaul systems under the CHARISMA
orchestrator.
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4.CHARISMA Security and Multi-tenancy CMO

Extensions

This section describes the architecture and functionalities of security and multi-tenancy CMO extensions,

namely Service Policy Manager and Service & Monitoring Analytics.

4.1. Service Policy Manager

The Service Policy Manager is an architectural component of the NFV Orchestrator, as shown in Figure 4.

However, the Service Policy Manager may consist of sub-components in charge for management of a specific

policy such as a security policy manager, as shown in Figure 15. CHARISMA also targets caching as a service

and a caching policy manager can be foreseen for a network service. Similarly, any other specific policy

manager can be imagined to suit the InfP and VNO requirements. The idea of a single service policy manager

which encompasses security, caching, or any other service specific policy management will lead to a complex

systems as requirements and implementation for each one could be very different. Furthermore, developing
an abstraction that includes all possible service policies is out of the scope of CHARISMA. Thus, CHARISMA
focuses on the security policy manager while providing an architecture that allows future extensions to it.

NFV Orchestrator

Service Policy Manager

XYZ Policy Security Policy NS m m Policy
NSR
Manager Manager Catalogue Si‘;)% Repo Repo
Os-Ma 7N
Reports Recommendations

Catalogues & Repositories

Service Monitoring &
Analytics

Service Orchestration

Or-Vnfm
Or-Vi

Figure 15 NFVO Zoomed In: Service Policy Manager

4.1.1. Security Policy Manager

Functionality

The main functionality of the Security Policy Manager is to structure the security requirements of a network
service, network slice or a network resource within CHARISMA and ensure that these requirements are

fulfilled during the course of their lifetime.
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Requirements Overview

In line with the CHARISMA security threat analysis provided in section 2.1, Table 5 lists the main requirements
of CHARISMA security policy manager.

Req.ID Requirement name Description

SPM.1 Consistent management & run-time Provides a unified and consistent policy management

enforcement and run-time enforcement.
SPM.2 Policy Translation Transform security policies into operational instructions.
SPM.3 Multi-domain support Manage security policies in terms of network service,

network slice and network resources.
SPM.4 Interoperability & Integration Interoperability and integration through open standards.

Table 5 Security Policy Manager Requirements

Security Policy Manager Architecture and Functional Entities

The Security Policy Manager is in charge of making a next-best action recommendation taking as input events
triggered by the Service Monitoring and Analytics function, delivered as a result of monitoring and analysing
changes in the status of the resources.

Even if it is not the intention of CHARISMA to implement a Security Policy Manager from scratch (due to the
complexity of the task, lack of time and resources and availability of currently existing implementations), we
proceed to provide a high level description of the architecture of such element.

As depicted in Figure 16, and aligned with mainstream policy architectures, the Security Policy Manager is
composed of the following elements:

Security Policy Manager

Catalogues &
Security Policy Engine Repositories

Rule Engine PiP Siice || Catalogue
Repo

Context
Gathering
(Input)

Enforcer
(Output)

Service
Orchestration

Monitoring
& Analytics

Oor-¥nfm
Oor-Vi

Figure 16 Security Policy Manager Architecture
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1.

2.

Policy Engine: In charge of performing the actual evaluation of policies. It should have, at least, the
following subcomponents:
a. Rule engine: in charge of evaluating expressions in policy rules.
Policy Information Point, PiP: in charge of retrieving policy locators, policies and policy
rules from the Policy Repository and evaluating them, resolving tags in expressions
c. Context Gathering (or Input) Module: in charge of communication towards the M&A
module and additional data/context sources, in order to retrieve relevant real-time
information about the monitored resources
d. Enforcer (or Output) Module: communicates the recommendation performed by the Policy
Engine towards the entities in charge of actual enforcement upon the controlled resources
(e.g. VIM, VNFM etc.)
Security Policy Repository: This component stores the security policies with reference to the
service, slice and resource they apply to.

4.1.1.1.Policy Domains

There are multiple potential levels of security policy granularity. The security policies could apply to:

A Network Slice (i.e., a specific tenant)

A specific service inside the Network Slice (being such service composed of one or more resources,
and typically defined by a service descriptor)

A specific resource belonging to a service offering (computing resource/NFV, networking resource,
storage resource, end-user application or UE). This could apply to all the end users utilizing such
resource, or just to a few ones (e.g., do something with a firewall configuration applying just to a
few users)

4.1.1.2.Policy Information Model

Figure 17 illustrates a typical policy information model.

Policy Locator Policy Policy Rule
=  subject L] name name
L] resource L] description description
L] context L] ruleCombiningAlgorithm conditionFormula

conditionAttributes
outputAttributesPermit
outputAttributesDeny

action selects—p ——contains—-

Figure 17 Security Policy Information Model

Policy Locators

Policy locators locate policies that are applicable to a given entity, and for a given operation.

A policy locator selects the policies applicable to an evaluation context. When a policy evaluation is

requested, a context is provided. The context holds the entities and the management operation that the

evaluation pertains to. A policy Locator contains the following items:

Subject: a Subject is an actor who asks for policy evaluation or for whom the policy evaluation is
requested (for example a VNO).
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e Resource: a resource is the element (e.g. a service, a VNF etc.) for which the policy evaluation is
requested.
e Context: the Context refers to the functionality for which the policy applies (e.g. need to scale in or
out)
The policy locator selects a set of policies in a particular order.

A Policy Locator could be encoded as follows (note that the particular encoding is an implementation
specific):

pLoc:<VNOName>:<ServiceName>:<contextName>:Authorize
An example of Policy Locator applicable for scaling out a VNF_1 of a VNO_A could read as follows:
pLoc:VNO A:VNF 1:ScaleOut:Authorize

Policies

A policy contains a set of policies rules that are evaluated in a particular order. A policy can be assigned to
several policy locators.

Policies have the following attributes:

e Name

e Description

e Rule Combining Algorithm
e Rules

Policy rules

Policy rules hold a condition or expression to be evaluated by the policy engine, and output attributes
selectable when the expression evaluates to true or false.

A policy rule can be assigned to several policies. Policy rules have the following attributes:

e Name

e Description (Opt)

e Condition formula

e Condition attributes (opt)

e Permit/Deny Output attributes: The output attributes are associated to a policy rule and are used
to add extra information to the evaluation result. There are two types of output attributes: Permit
and Deny. The Permit output attributes are applicable when the policy rule evaluates to True. The
Deny output attributes, in turn, are applicable when the policy rule evaluates to False.

An example of a rule evaluating whether the CPU utilization value of a particular VM has surpassed the 80%
of its total could be encoded as follows (please note that specific encoding is implementation specific, this
example is purely informational):

e Name: CPUOverloaded
e ConditionFormula: VM.CPUutil >=80

e Result: Permit
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e OutputAttributes: none

An example of a rule evaluating whether the RAM utilization value of a particular VM has surpassed the
80% of its total could be encoded as follows (please note that specific encoding is implementation specific,
this example is purely informational):

e Name: RAMDepleted
e ConditionFormula: VM.RAMutil >=80
e Result: Permit

e OQutputAttributes: none
Finally, an example of a policy combining the two previously defined rules could be encoded as follows:

1) Name: SecurityPolicy
2) CombinationAlgorithm: PermitOverrides
3) Rules: CPUOverloaded, RAMDepleted

If we finally combine all this with the Policy Locator example previously provided, we would be indicating
the system to scale out VNF_1 corresponding to VNO_1, in case either the CPU of VM_1 is overloaded or
too much of its RAM is being consumed:

pLoc:VNO A:VNF 1:ScaleOut:Authorize

e Name: SecurityPolicy
e CombinationAlgorithm: PermitOverrides
e Rules: CPUOverloaded, RAMDepleted

e Name: CPUOverloaded
e ConditionFormula: VM.CPUutil >=80
e Result: Permit

e OQutputAttributes: none

e Name: RAMDepleted
e ConditionFormula: VM.RAMutil >=80
e Result: Permit

e OQutputAttributes: none

In general, implementing a fully-fledged Policy Manager is a thorough and resource-consuming task,
therefore it is not part of the scope of CHARISMA to implement such system. Instead, the project intends to
evaluate several currently available implementations (commercial and non-commercial), and make a
decision taking into account the project’s requirements.

The integration of this system with the rest of the elements defined in the CHARISMA architecture will mostly
depend on the Policy Manager implementation that is finally selected. In general, we are assuming that
widely-available mechanisms for inter-system communication over the web will be utilized (e.g. web services
interfaces or communication busses).
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Workflows

Figure 18 illustrates high-level interactions between the different elements of CHARISMA’s Control,
Management and Orchestration architecture for automated security management.
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Figure 18 Automated security management via CHARISMA Security Policy Manager

4.2. Service Monitoring and Analytics

4.2.1. Security Monitoring and Analytics

Functionality

The Service Monitoring & Analytics (SMA) component within the Orchestration layer is responsible for
performing metrics and notifications acquisition from: i) the NFVI resources, ii) the VNFs/VSFs and iii) the
CHARISMA physical infrastructure. The NFVI resources include all physical and virtual compute, storage and
network resources such as the compute resources required for the deployment VNFs. The VNFs/VFSs refer
to all deployed VNFs/VSFs. Our interest is the monitoring and logging of VMs metrics, as well as metrics
specific to the function of the VNFs/VSFs. The CHARISMA physical infrastructure includes all physical devices
in CHARISMA apart from the devices comprising the NFVI. Examples are the EPC, eNodeB, OLT devices.

The SMA component consolidates the obtained metrics, produces events/alarms and communicates them
to the Service Policy Manager. Based on these metrics the Service Policy Manager can derive decisions and
take actions in communication with the Service Orchestration component to perform changes to the network
services that are already deployed or instantiate and deploy new services.

Requirements Overview
Table 6 below identifies the requirements associated to Service Monitoring & Analytics component.
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Table 6: Service Monitoring & Analytics component requirements

Requirement name Description

SMA.1 API exposure The monitoring component must provide an interface
to the Service Policy Manager for the communication of
monitoring metrics and events/alarms.

SMA.2 Alarm publishing The monitoring component must process and
publish/dispatch alarms.

SMA.3 Messaging pattern The provided APl will follow either a push/pull or
publish/subscribe messaging pattern.

SMA.4 Network  domain monitoring = The monitoring component must collect metrics from
metrics acquisition physical and virtual networking devices.

SMA.5 NFVI and physical infrastructure The monitoring component must collect performance
monitoring metrics acquisition and utilisation metrics from the virtualised resources in
the NFVI and the hardware devices composing the

CHARISMA infrastructure.

SMA.6 VNFs/VSFs monitoring metrics and | The monitoring component must collect metrics and

notifications acquisition events/notifications related to the function of the
deployed VNFs/VSFs.
SMA.7 NFVI monitoring metrics API Acquisition of metrics related to the physical and NFVI
infrastructure should happen through the Or-Vi
interface.

SMA.8 Physical infrastructure monitoring = Metrics related to the physical infrastructure (that does
metrics API not comprise the NFVI) should be aggregated in the VIM
or be forwarded to the monitoring and analytics
component through other custom interfaces of the
physical device.

SMA.9 VNFs/VSFs monitoring metrics APl | Acquisition of generic metrics of deployed VNFs/VSFs
(such as CPU utilization, RAM utilization, etc.) should
happen through the Or-Vi interface.

SMA.10 Monitoring metrics specific to the = Acquisition of metrics related to function of deployed

function of the VNFs/VSFs API VNFs should happen through the Or-Vnfm interface.
SMA.11 Orchestrator Monitoring The monitoring component SHOULD be able to retrieve
monitoring information regarding the Service Orchestrator
status.

Service Monitoring and Analytics Architecture and Functional Entities

The Service Monitoring and Analytics Architecture is illustrated in Figure 19. As shown in the figure, although
the decision making component belongs to the NFV Orchestration group of the CHARISMA CMO architecture,
there are also monitoring components at the VIM, NFVI and VNFs that either aggregate or capture monitoring
metrics.

Within the NFV Orchestration group of the CHARISMA CMO, the components responsible for metrics
management are the event/alarm engine, the message queue, the persistence manager, the storage
database and the web Ul. The event/alarm engine is responsible for creating and deleting alarms and for
evaluating the metrics received against the created alarms. For the creation and deletion of alarms, the
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event/alarm engine exposes an API to the Service Policy Manager and accepts creation requests with one or
more conditions on the captured metrics or deletion requests based on the alarm identifier. The message
qgueue offers a messaging infrastructure to allow the different components to communicate through a shared
set of interfaces in robust and scalable way. Depending on their implementation, message queues provide
different messaging patters for communication amongst systems, such as publish / subscribe, asynchronous
processing, or work queues. The persistence manager is the component responsible for writing metrics and
alarms to the storage database for future retrieval. Finally, the web Ul offers to the VNO and NO a dashboard
for the visualisation of captured metrics and created alarms.

— Os{Ma
%} —— TR message queue

VNO /NO e

Ed

NFVO

F Y

! Vim VNFM
v NF-Vi ‘ Ve-vnfm
metrics metrics .
Phys. Infrast. NFVI VNFs

Figure 19: Monitoring and Analytics architecture

As already identified in the list of requirements, the monitoring and analytics component should perform
metrics acquisition from the physical infrastructure, the NFVI resources and the deployed VNFs. For the
metrics originating from the NFVI resources, a data aggregator placed at the VIM layer will be responsible for
gathering metrics from the metrics agents running in the NFVI. VNF metrics and notifications will be
forwarded to the VNFM managing each respective VNF. Finally, metrics obtained from the physical devices
comprising CHARISMA infrastructure, apart from those comprising the NFVI, will be directly forwarded to the
message queue through standard or custom interfaces depending on the device.

Workflows
Alarm creation and deletion

Within this section we present the workflows for the interaction between the Service Policy Manager and
the Service Monitoring and Analytics component for the creation or deletion of Alarms. The Service Policy
Manager depending on the policies it receives from the VNO will need to create alarms based on specific
conditions.
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Figure 20: Alarm creation workflow

As illustrated in Figure 20, for alarm creation the Service Policy Manager will invoke the APl of the
Alarm/Event Engine requesting the creation of an alarm based on one or more conditions. An example of
such request is the creation of an alarm based on two conditions IDS Snort alert for DoS
(SnortVNF_instance_id, notification, eq, dos_attack) and CPU utilisation of a deployed VNO server greater
than 80% (app_server_id, cputil, gt, 80).

In the case of successful request, the Alarm/Event Engine will create the alarm and return a response to the
Service Policy Manager with the identifier of the created alarm. The Alarm/Event Engine will evaluate the
received notifications from the Snort IDS instance and the server’s CPU utilization metrics against the two
conditions. If the two conditions are met, a notification for this event will be sent to the Service Policy
Manager.
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Figure 21: Alarm deletion workflow

Figure 21 shows the interactions between the Service Policy Manager and the Alarm/Event Engine of the
Service Monitoring and Analytics component for the deletion of an alarm. Deletion request will be based on
the alarm identifier for the specific alarm.

Metrics

A crucial task when defining the Monitoring and Analytics architecture is the identification of metrics that
need to be collected from the project’s infrastructure, including the NFVI, the physical infrastructure devices
apart from the NFVI and the deployed VNFs/VSFs. Although the list of metrics that are available can be quite
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extensive, it is necessary, for the sake of scalability and efficiency, to restrict this list to include only the
information that is actually needed for the implementation of the use cases and demonstrators of CHARISMA.
For this reason, our focus has been directed to the three key drivers of the project, respectively security,
open access and low latency. Table 7 below summarizes a list of such metrics, which are “generic” and are
targeted to serve measurements tailored to the three key drivers of CHARISMA. This list is meant to be
continuously updated throughout the project in order to align with the technical capabilities and
requirements of the components under development and the use cases which are implemented.

Table 7: List of metrics to be collected through the MA component

Metric Unit Category

CPU utilization percent % Compute node and VNF/VM generic metrics
RAM allocated MB Compute node and VNF/VM generic metrics
RAM available MB Compute node and VNF/VM generic metrics
Network interface in/out bitrate Mbps Compute node and VNF/VM generic metrics
Network interface in/out packet rate pps Compute node and VNF/VM generic metrics
Disk read/write rate MB/s Compute node and VNF/VM generic metrics
Port in/out bit rate Mbps Network generic metrics

Port in/out packet rate pps Network generic metrics

Port in/out packet drops rate pps Network generic metrics

VM provisioning latency Msec Service quality metrics (speed)

Packet delay ms Service quality metrics (speed)

Packet delay variation (jitter) ms Service quality metrics (speed)

Delivered throughput Mbps/s Service quality metrics (speed)

Packet loss rate pps Service quality metrics (accuracy)

4.3. Virtual Infrastructure Manager (VIM)

4.3.1. Open Access Manager

The Open Access Manager is responsible for exposing a unified control and management to allow
Infrastructure providers (InfP) to configure network parameters and to offer tailored end to end network
slices to Virtual Network Operators (VNOs). It is exposes appropriate interfaces required for the operation,
administration, and management of particular network slices for monitoring and troubleshooting towards
VNOs. This fulfils an important CHARISMA feature of infrastructure sharing with a centralised management
system.

The following table lists the requirements of CHARISMA Open Access Manager.
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Table 8 CHARISMA Open Access Manager Requirements

Requirement name Description

OAM.1 | Isolation and Virtualisation support = A key objective of CHARISMA is to explore and
implement virtualization mechanisms to support multi-
tenancy for service providers and guarantee isolation
between virtualized resources.

OAM.2 | Network and Management Service | Each participant of the network service to be provided
requires control and management mechanisms for
applying the policies and functionalities associated with
its own role. The CHARISMA control and management
platform will offer a platform with tailored control and
management functions depending on the infrastructure
provider or service provider point of view.

OAM.3  Monitoring and Recovery Monitoring is an important requirement that the control
and management system has to support to enable the
detection of alarms and the recovery from failures for
every VNO.

OAM.4 | Heterogeneity Support The resource abstraction implemented for CHARISMA
will allow the homogeneous control of heterogeneous
resources (SDN and non-SDN) that have similar
characteristics, which will be the base for supporting
virtualization mechanisms for each VNO.

OAM.5  Scalability The design of the control and management plane has to
be developed to guarantee high performance, even
when several virtualization instances have to be
controlled, allowing multiple service providers to
seamlessly coexist in a common physical infrastructure.

OAM.6 | Dynamic Re-configurability The platform has to enable the possibility of
reconfiguring virtualized and provisioned resources
while minimizing the effect on already operative
services.

OAM.7 | Authentication & Authorization Security is an important requirement in the CHARISMA
infrastructure, which involves the support of
authentication and authorization mechanisms for
enabling or disabling the access to certain slices of the
network resources for service providers.

In order to achieve the unified control and management feature, the Open Access Manager interacts with
the network and cloud controller to expose the appropriate interfaces required for the physical and virtual
resources. CHARISMA needs to support both SDN-enabled and non-SDN enabled physical equipment (Reg#
OAM.4) as its infrastructure includes unconventional physical equipment, such as OLT and eNodeB. For the
latter, the open access manager may have to directly interface with the management APl exposed by those
particular devices in order to expose control and management flexibility to higher layers. Figure 22
illustrates the idea. The management API for the different devices under consideration in CHARISMA are
detailed in Section 3.2.4.3.
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Figure 22 Open Access Manager logical approach

Another interesting and worth describing case is for devices that can be adapted to SDN as it offers a
centralized view of the network, giving an SDN Controller the ability to act as the “brains” of the network, by
relaying information to network equipment via southbound interfaces.

In this regard, the proposed innovation is the introduction of SDN technology in the backhaul segment of the
network, so that it could support the CHARISMA architectural vision for unified software defined operation
and distributed intelligence across all parts of the network. To indicate this, Figure 23 shows the planned
integration of backhaul in the CHARISMA CMO Plane, as it was presented in D3.1 [4]. A wireless backhaul link
is established between CAL1 and CAL2 as well as between CAL2 and CAL3, with a backhaul equipment located
at each CAL.

Virtualized Infrastructure

| Virtualized Resources ‘

| Virtualization Layer ‘

VI-Ha | VIManager
Hardware Resources
. Open Access
Nf-Vi VI Security
MU IMU MU MU Manager
oLt KBS CPE . VI Controller
VIMonitor
CAL3 CAL2 CAL1 CALO (Cloud &Net)

Backhaul Backhaul

Figure 23 Integration of Backhaul in the CHARISMA CMO Plane

* OPEN

As mentioned earlier, one of the CHARISMA goals is to provide management of devices in a network through
a common orchestrator. In the wireless backhaul case, this can be optimally achieved by using open
standards. One of the most well-known protocols used by SDN Controllers is OpenFlow. OpenFlow protocol
which is a foundational element for building SDN solutions, decouples the network control and forwarding
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functions enabling the network control to become directly programmable and the underlying infrastructure
to be abstracted for applications and network services. Some of the benefits of using OpenFlow are
standardized openness, reuse of the same functionality instead of developing everything from scratch and
reduced network equipment cost, as intelligence is moved away from them. It is worth mentioning that most
of the OpenFlow deployments were targeting datacenter environments and deploying successfully
OpenFlow in the MAN/WAN where wireless backhaul is deployed, is quite challenging.

To satisfy key CHARISMA requirements as presented in D1.1 [5], specifically open access (i.e. multi-tenancy)
and high availability and reliability on the backhaul side, we shall use OpenFlow. There are several versions
of OpenFlow; our work will be on 1.3 (more specifically 1.3.4 [20]), which is widely supported from open-
source controllers and has more features than the previous mainstream version (OpenFlow 1.0), such as IPv6,
Quality of Service (QoS), and support for service provider Q-in-Q tunnelling.

Apart from unified control and management, another important feature is the isolation among the different
tenants, i.e., VNOs. In an open access/multi-tenant network, it is mandatory to correctly segment the
different VNOs. Thus, multi-tenancy isolation for SDN and non-SDN based devices is to be supported with in
CHARISMA network as much as possible. In CHARISMA, this functionality is being implemented based on
QinQ (IEEE 802.1ad, See Appendix IX), for both SDN and non-SDN devices. For the non-SDN devices it requires
QinQ support from the particular device however for SDN-enabled ones it can be achieved by using different
Service VLANS for different customers and using the OpenFlow actions Push and Pop S-VLAN, both for port-
based and VLAN-based E-LINE services. As an example, we will focus on the architecture for port-based E-
LINE service. Two UNIs will be chosen corresponding to different ports of switches and appropriate flows will
be installed on each switch, via flow modification messages. These messages are the result of topology
discovery using the Link Layer Discovery Protocol (LLDP) [21] and graph traversal algorithms in order to
provide end-to-end and loop-free connectivity between two hosts.

The flow entries that will be installed will provide bidirectional communication:

e 1 flow entry: For every packet matching the port of the corresponding UNI, an S-VLAN
header will be pushed to packets. More specifically the flow entry instructions will have
actions to push VLAN ethertype 0x88a8 and to set field - VLAN id. Different service VLAN
ids will be pushed for different pairs of UNIs in order to support multi-tenancy. Then
according to a flow entry output action, the packet will be forwarded out of a switch
port, based on the result of the graph traversal algorithm.

e 2" flow entry: For every packet coming from the EVC, there are two fields that it should
match against. The switch port and the VLAN id. If it matches this combination, then the
flow entries actions dictate that the Service VLAN id should be popped and the packet
should be forwarded to the dedicated UNI port.

e 3"flow entry: For every packet not matching anything of the above fields, the packet is
forwarded to the controller and is getting dropped. This is a flow miss entry and it
provides the reassurance that no packet will be forwarded, if a service hasn’t been
deployed earlier.
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In Figure 24, the left switch S1 inserts the appropriate S-VLANs as packets enter the UNIs S1:1 and S2:2 and
sends them from port S1:3. The switch S2 removes the S-VLAN headers from packets received from port
S2:3 and depending on the previous S-VLAN ids, forwards them to port S2:1 or S2:2.
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Figure 24 Port-based multi-tenancy support with S-VLANs through OpenFlow

In the context of multi-tenancy it is essential to provide resource isolation as it concerns available channel
bandwidth shared between tenants. One way to achieve this is by using traffic rate limiting. This functionality
is being implemented based on OpenFlow meters. Meter modification messages will be sent from the
controller to the switch in order to install meters, which allow rate-monitoring of traffic prior to output.
Moreover, the flows that are going to be installed through flow modification messages, apart from providing
other functionalities such as multi-tenancy as described earlier, will also direct packets to a meter using the
“goto-meter (meter id)” OpenFlow instruction. Each meter has its own id and the field band has a bandwidth
rate which can be specified. This has the effect that when the traffic exceeds this specific threshold, the
packets are getting dropped (selected band type: Drop). In this way we can provide basic traffic policing per
E-LINE service using OpenFlow mechanisms.

4.3.2. VI Security

The security of the Virtual Infrastructure is typically performed by the Virtual Infrastructure Manager. It is
important to mention that the 5G network will comprise physical infrastructure that can be easily accessed
and managed by mainstream virtualization solutions (for instance computing resources or SDN resources
compliant with widely accepted SDN standards), whilst some other physical resources can only be accessed
and managed by means of specific (legacy) O&M mechanisms. Either way, CHARISMA’s architecture should
be able to handle both types of resources.

The minimal set of security features required from CHARISMA’s VIM is:
1. Secure Access to Virtualized Resources. Typical features include:

a. Identity and Access Management (IAM): Need to control, facilitate and secure the access of
different tenants (NVOs) and end-users representing those tenants (e.g. admin user versus
other types of users) to the virtualized resources. The VIM should be typically hosting an
entity in charge of providing centralized IAM services, including generation and management
of multiple types of access tokens, secure service discovery etc.
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b. Secure Communication between Virtualized Resources: Inter-resource communication
should be typically protected via network or transport-layer security mechanisms such as
TLS/SSH

2. Secure Data Storage: It should be possible to ensure the integrity and confidentiality of the data
storage

3. Firewalling, zoning and topology hiding. Several mechanisms are typically provided:

a. Security group: Security groups are typically tenant-specific and are the primary mechanism
that tenants can use to control network traffic from and to virtual machines or network
interfaces. A security group is defined by a set of rules. For example, a rule could be specified
to allow all outgoing traffic, support anti-spoofing of MAC addresses, and block illegitimate
DHCP messages. A rule may even reference a security group as a traffic source. This can
shield dynamic IP addresses and reduce the churn of security group rules. Traffic is allowed
only if there is a rule permits it.

b. Anti-spoofing: Generally speaking, IP spoofing is a technique of generating IP packets with a
source address that belongs to someone else. Spoofing creates a danger when hosts on the
LAN permit access to their resources and services to trusted hosts by checking the source IP
of the packets. Using spoofing, an intruder can fake the source address of his packets and
make them look like they originated on the trusted hosts. The basic idea of anti-spoofing
protection is to create a firewall rule assigned to the external interface of the firewall that
examines source address of all packets crossing that interface coming from outside. If the
address belongs to the internal network or the firewall itself, the packet is dropped. Anti-
spoofing can be supported at multiple levels, for instance at MAC address, IP address, ARP
messages and DHCP messages levels.

c. Network Address Translation (NAT): Network address translation makes it possible for a
virtual machine with a private IP address to communicate with a host on a public network.
This enables network topology hiding.

d. Networkisolation: For instance, segregation of traffic of different tenants via VLAN solutions.
e. Firewall-as-a-service: For additional resource protection.

4. Computing Isolation: Need to isolate computing resources, specially taking into account Network
Slicing scenarios. It should also be possible to organize resources in terms of aggregates, which allow
aggregation and segregation of VMs. For example, compute hosts can be segregated according to
security zones and a host in an aggregate can be allocated based on the associated zone. Another
use case is to have tenant-specific aggregates for multi-tenancy hardening (i.e., certain hosts can
only host VMs of a particular tenant). It should be also possible to limit instantiation of a special set
of images to a special set of hosts

5. Availability: It applies to computing, storage or networking resources, which might need to be
organized into zones of independent availability properties. The organization criteria are flexible.
They typically have to do with geo-location, network segmentation, power source, and certain
hardware attributes. Hence, a tenant can request to place virtual machines in more than one zone
to achieve high availability.

Logging: Different types of event logging need to be supported, for attack remediation and forensics.
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4.3.3. VI Monitoring

The VI Monitoring component is responsible for collecting and aggregating monitoring information about the
virtualized compute, storage and network resources within the overall infrastructure. As in the context of
CHARISMA, these resources are to a large extend virtualized, the objective of the VI Monitoring component
is to collect monitoring information on a virtual machine (VM) and virtual network level i.e., associate the
collected information to blocks of allocated resources as these are realized by VMs and virtual networks
instantiated. At the same time however, the purpose of the collected information is to provide a detailed
view of the overall utilization of the physical resources, allowing the infrastructure operator to get a global
view on resource availability.

Metrics

The monitoring information collected by the VI Monitor includes the set of metrics defined in Table 7 of
Section 4.2.1. The collected information is then made available to the NFVO through the Or-Vi interface as
shown in Figure 19.

Baseline statistics

The VI Monitoring component collects multiple samples through time for the above metrics, with an
adjustable frequency. Basic statistics are then derived based on the collective values i.e.,

* count: the number of samples collected in a certain time period

* max: the maximum value observed in the collected samples (within the collection period)
*  min: the minimum value observed in the collected samples (within the collection period)
* avg: :the average value across the collected samples (within the collection period)

* stdev: : the standard deviation across the collected samples (within the collection period)

By defining a certain sample frequency, the VI Monitor ensures a fixed rate of incoming values and the
corresponding update of the associated baseline statistics.

Interfaces

The VI Monitoring component is responsible first for interfacing the (visualized) resources so as to collect the
raw metering reports for the selected metrics. On an IMU/uDC level, this information is collected with the
support of the available hypervisor residing at the NFVI side, over the Nf-Vi interface. The collection of
monitoring information regarding devices outside the NFVI domain e.g., TrustNode, 10GPON, etc., is realized
on top of the southbound interface of the available SDN controller (e.g., via the fine-grained reporting of
OpenFlow counters e.g., backhaul switches.

Having collected the desired information, the VI Monitoring component then interfaces the CMO and VNFM
components of the Or-Vi and Or-Vnfm interfaces. In particular:

Or-Vi

As mentioned above, the CMO requires accurate monitoring information to support decisions on the
instantiation and configuration of requested NVFs/NSs. The VI Monitoring component delivers this
information over the Or-Vi interface. The monitoring information is delivered in both VNF/VM and VI basis
i.e., compute node. Both baseline, fixed rate, statistics and alarms are available so as to support different
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types of decisions at the CMO level. Fixed rate, baseline statistics provide a view of the currently available
resources, supporting decisions related to the instantiation of new VNFs/NSs. Alarms can support actions
related to the automated reconfiguration of a NS e.g., adjusting traffic engineering decisions based on
exceeded traffic load thresholds.

Or-Vnfm

The VI Monitoring component further delivers monitoring information to the VNFM over the Or-Vnfm
interface, in the form of resource utilization alerts that trigger the predefined set of VNFM actions regarding
auto-scaling.

4.4. VNF/VSF

In order to provide security, CHARISMA implements two VSFs: a) a virtualised Intrusion Detection System
(IDS) equipped with advanced traffic analysis and monitoring capabilities for attack detection; and b) a
virtualised firewall (vFW) able to filter the passing traffic based on a predetermined set of security rules.

In the following sections we provide basic information on the funcrionality and use of IDS and firewall sytems.
Next, we briefly describe the most common open source solutions that exist in both categories, highlighting
their main advantages. Finally, we provide the implementation details of the two CHARISMA VSFs that were
developed in the framework of WP3.

4.4.1. vIDS

4.4.1.1.Intrusion Detection System Definition
Firewalls make filtering decisions only based on network packet header data, packet content data are not
inspected. Analyzing packet payload is often essential for detecting packets with malicious content. This is
where intrusion detection systems (IDS) can be helpful. An IDS monitors and logs the network traffic for signs
of malicious activity and generates an alert upon discovery of a suspicious event.

IDS deployment typically consists of one or more sensors placed strategically on the network. Additionally,
the solution may contain an optional central console for easier management of all sensor nodes. The sensor
placement on the network can of course differ, but in a situation where the objective is to protect internal
network from external threats, these would be the optimal choices for the IDS nodes.
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Figure 25: IDS sensor deployment

IDS deployments cannot protect networks on their own. They can only alert the security analyst that a
malicious activity took place at a certain time. Therefore, IDS sensors are sometimes augmented with
capabilities for firewall interaction (Figure 25). For example, block the source IP address of a DoS attack.
However, this is a post-factum measure that cannot stop the malicious packets that triggered the creation of
the firewall rule.

4.4.1.2.0verview of open source IDS
Snort

Snort [45] is an open-source intrusion detection system that is developed by Sourcefire. Snort was created
in 1998 by Martin Roesch. It is capable of performing real-time traffic analysis and packet logging on IP
networks. Snort is compatible with most operating systems (e.g. Linux, Mac OS X, FreeBSD, OpenBSD, UNIX
and Windows).

The Snort detection engine and the Community Snort Rules are GNU GPL v.2 licensed. Sourcefire also offers
proprietary Snort Rules which are licensed by Non-Commercial Use License.

The two major components of Snort are the following:
1. Detection engine that utilizes modular plug-in architecture;
2. Flexible rule language to describe traffic to be collected.

Snort structure is illustrated below. The preprocessor, the detection rules, and the alert output components
of Snort are all plug-ins, which can be individually configured and turned on or off.
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This figure also shows how a network packet is handled if it is received by the network interface on which
Snort is listening. The handling process is similar for all three assessed IDS solutions, but will be described
here using Snort as an example.

1. Packet capture library is a software module that gathers packets from the network adapter. On UNIX and
Linux systems Snort uses libpcap library. On Windows systems WinPcap is used.

2. Packet decoder receives the OSI layer 2 frame, analyzes packet headers and looks for any anomalies.
Packet data is then decoded and prepared for further processing.

3. Preprocessors are plug-ins that operate on the decoded data. Preprocessors can alert on, classify, or drop
a packet before sending it to the more CPU-intensive detection engine. By default, Snort comes with a variety
of preprocessors, some of which are the following.

a. Frag3 preprocessor addresses problem of overlapping fragmented IP packets that could be used
to avoid IDS/IPS detection.

b. Stream5 preprocessor makes Snort state and session aware. For instance, it can detect out-of-
state packets created by Nmap tool.

c. Httplnspect preprocessor handles HTTP traffic. It extracts compressed data and decodes any
hexadecimal or other expressions in the Universal Resource Identifier (URI).

4. Detection engine is the most important part of Snort. It operates on the OSI transport and application
layers, analyzing packet contents based on the detection rules. The rules contain signatures for attacks.

5. Output plug-ins support a variety of alert and logging methods. When a preprocessor or rule is triggered,
an alert is logged in Snort’s own text or binary file logging formats, database or syslog.

Snort uses a single-threaded engine, which seems outdated, considering that nowadays multi-CPU and multi-
core hardware is commonplace. As a result, by default Snort can only fully utilize one processor core. Snort
developers are working on multi-threaded solution, however stable version has not yet been released. To
alleviate this problem Snort can be run as multiple processes; each process utilizing a different processor
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core. This, however, increases the level of complexity, because the default network socket packet capture
library needs to be replaced.

Surricata

The Suricata Engine [46] is a fairly new open-source intrusion detection and prevention engine. The initial
beta release was made available for download on January 1, 2010. It is developed by Open Information
Security Foundation (OISF), which is a non-profit foundation supported by the US Department of Homeland
Security (DHS) and a number of private companies.

Suricata is compatible with most operating systems (e.g. Linux, Mac, FreeBSD, UNIX and Windows). The
Suricata Engine is available to use under the GPL v.2 license. OISF claims that —The Suricata Engine is not
intended to just replace or emulate the existing tools in the industry, but will bring new ideas and
technologies to the field. However, the industry considers Suricata a strong competitor to Snort and thus
they are often compared with each other. Both systems seem to have their advantages and strong
community support.

The operation modes of Suricata are the same as Snort’s. It can be used either as an IDS or IPS system. There
are no differences when connecting Suricata to the network. Suricata even has basically the same rule syntax
as Snort (although not 100%), which means that both systems can use more or less the same rules. The
general data flow through Suricata is similar to Snort. Packets are captured, decoded, processed and analyzed.
However, when it comes to the internals of the Suricata Engine, differences become apparent. Suricata also
features the HTP Library that is a HTTP normalizer and parser written by Ivan Ristic for the OISF. This
integrates and provides advanced processing of HTTP streams for Suricata. The HTP library is required by the
engine, but can also be used as an independent tool. Suricata uses a multi-threaded approach opposed to
the Snort’s single threaded engine. Threads use one or more Thread Modules for this. Threads have an input
queue handler and an output queue handler. These are used to get packets from other threads, or from the
global packet pool.

Bro

Bro intrusion detection system [47] is focusing on network security, but also provides a comprehensive
platform for more general network traffic analysis. Bro was created by Vern Paxson, who is still leading the
project jointly with a team of researchers and developers at the International Computer Science Institute
(ICSl) in Berkeley and the National Center for Supercomputing Applications in Urbana-Champaign.

Bro and its pre-written policy scripts (rules) come with a BSD license, allowing free use with even less
restrictions than the GPL v.2 license of Snort and Suricata. Moreover, it is important to note that Bro policy
scripts are written in its own Bro scripting language that does not rely on traditional signature detection. It
analyzes network while trying to detect anomalies, e.g. attacker installing hacked SSH daemon. It is said that
Bro language takes some time and effort to learn, but once mastered, the Bro user can write or modify Bro
policies to detect and alert on virtually any type of network activity. Bro is not a full-blown IPS, but can
function as an IDS with active response. Its policy scripts have the functionality to execute programs, which
can, in turn, perform a variety of tasks (e.g. send e-mail or SMS, insert new rules to the firewall). Furthermore,
Bro comes with a useful tool called BroControl which enables the administrator to manage multiple Bro
nodes at once. In addition to being able to controlling the Bro instances, it could even execute shell
commands on all nodes. Similar to Snort, Bro is also single-threaded. Although, the developers of Bro have
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implemented a proof-of-concept multi-threaded version of Bro, it is not yet ready for release. Therefore,
once the limitations of a single processor core are reached, the only option is to spread the workload across
many cores or even many physical nodes. The accompanying BroControl tool provides the means to easily
manage many Bro processes. However, similar to Snort, this method significantly increases the level of
system complexity.

4.4.1.3.I1DS VSF Implementation
The current IDS VSF implementation utilises Snort IDS software on Ubuntu 14.04 operating system. Incoming
traffic to the IDS VSF is being analysed in real time and analysis decisions are being communicated to external
interfaces as HTTP requests. This VSF consists of one virtual machine which requires to have one virtual
network interface where all traffic that need to be monitored must be routed (or mirrored).

In order to provide intrusion detection functionalities that cover external modules needs, this VSF
implements a RESTful API (Figure 26) which accepts requests for creating, deleting and modifying rules that
can be applied in Snort detection engine. This offers an easy way of external configuration of the VSF without
requiring knowledge of its inner workings.

Receives HTTP reguest
containing rule action

IDS Rule Receiver

Web API

Performs rule action in |
Snort detection engine v

Figure 26: A RESTful API for creating, deleting and modifying rules in Snort IDS

Once traffic enters the IDS VSF, Snort software analyses all packets. Snort detection engine, described above,
can contain rules which consist of conditions. When the conditions of a rule are met, the detection engine
produces an event and saves it in a log file. Moreover, the IDS VSF provides another functionality, necessary
for the utilization of the results produced by Snort packet analysis, the Event Publisher Service (Figure 27). It
translates, curates, and publishes events in readable format to external interfaces for further analysis. Snort
event logs are saved in Unified2 format so the Event Publisher Service translates them to JSON format,
assesses their timestamp to avoid publishing redundant information and publishes the events.
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Figure 27: The Event Publisher Service within the IDS VSF

4.4.2. vFW

4.4.2.1.Firewall Definition

Firewalls are the systems which control the incoming and outgoing packets to and from the inner network.
They provide security barrier against potential attacks coming from the Internet that can disrupt the services
running in the inner network. The common setup for a firewall is depicted in Figure 28. Firewalls are divided
into two types: Stateful and stateless firewall. In stateful firewalls, the connection is tracked by the firewall
and the packets part of the tracked connection, are allowed to pass by. The stateful Firewall uses attributes
in order to track the traversing packets. These attributes include the source and destination IP addresses,
port numbers and sequence numbers which are also known as state of the connection.
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Figure 28: Common firewall setup

4.4.2.2.0pen Source Firewalls
PfSense
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PfSense [48] is an open source firewall/router computer software distribution based on FreeBSD. It can be
installed on both a physical computer or a virtual machine to make a dedicated firewall/router for a network
and is noted for its reliability and offering features often only found in expensive commercial firewalls. It can
be configured and upgraded through a web-based interface, and requires no knowledge of the underlying
FreeBSD system to manage. PfSense is commonly deployed as a perimeter firewall, router, wireless access
point, DHCP server, DNS server, and as a VPN endpoint. It supports installation of many third-party packages
like IDS and Content Caching applications.

The major features included in Pfsense are presented below:

e Firewall: Pfsense firewall offers a large selection of features. Filtering can be implemented by IP
protocol, source and destination IP as well as source and destination port for TCP and UDP traffic.
Number of simultaneous connections can be limited on a per-rule basis. POf utility is used, allowing
passive OS/network fingerprint detection and filtering. Optional traffic logging matching each rule.
Highly flexible policy routing possible by selecting gateway on a per-rule basis (for load balancing,
failover, multiple WAN, etc.). Aliases allow grouping and naming of IPs, networks and ports
facilitating management of complex network topologies. Moreover, PfSense performs packet
normalization leaving no uncertainties for the packet’s destination, dropping TCP packets that have
invalid flag combinations and protecting at the same time the system against specific threats.
Furthermore, it includes characteristics such as user defined limitation of simultaneous connections,
flexible gateway policy routing and transparent level-2 firewall able to connect different interfaces
and filter the traffic between them. Finally, the firewall can be at any time disabled leaving pfsense
to operate as a router.

e State Table: Pfsense is a statefull firewall, meaning that it performs stateful packet inspection (SPI)
keeping track of the state of network connections. This way it can identify the legitimate packets and
reject the rest. The state table stores the necessary information regarding the various connections.
Handling correctly a state table is not an easy task to accomplish, at least not for most firewalls, but
pfsense can provide an easy management with various control features, due to the abilities of the
Open BSD Packet Filter. These features include a parameterized table size that can be expanded to
contain as many states as necessary, at the cost of memory usage. The user can also decide about
the number of simultaneous client connections, states per host, connections per second, new
connections per second etc. State handling also offers different options such as keep or modulate
state, synproxy state or to not keep state entries. State table can finally be optimized with respect
to latency, aggressiveness or to a moderate operation.

e Network Address Translation (NAT): It supports port forwarding with different public IPs and 1-to-1
NAT for individual IPs. Also it offers improved outbound NAT setting giving the choice to create
specific NAT rules. Inbound and Outbound Load Balancing: The first one distributes the load to a
number of servers and is usually used for web servers or mail servers. The restriction with inbound
load balancing is it can only distribute the load equally and cannot verify the validity of the data. The
second one is used for WAN connections.

e VPN: Pfsense supports the following types of VPN connectivity: IPsec, Open VPN and PPTP. IPsec
provides connectivity with other devices that support IPsec and can be used for site-to-site
connectivity without regardless the type firewall the other site uses (ie. Pfsense, other open source
firewalls or commercial products). Open VPN is a SSL VPN that supports various client operating
systems. PPTP is a well liked VPN option because it is supported by almost every operating system.
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The problem with PPTP server is that in case there is only one IP public available, clients inside the
network cannot operate because PPTP are unable to use the same IP address for outbound
connections.

e Reporting and Monitoring RRD Graphs: Pfsense uses rrd graphs to provide statistical data regarding
CPU utilization, throughput, firewall states, throughput for every interface etc. Additionally real-time
data can be obtained using SVG graphs.

e Dynamic DNS: It permits to register the public IP address to various dynamic DNS providers such as
DynDNS, DHS, NO-IP and others.

e Captive Portal: It forces authentication for network access and is usually used for hot spot networks
or as an extra security measure for wireless networks. As part of pfsense it is responsible for a
number of tasks. It controls the number of connections preventing denial of service. It disconnects
clients after a specified time frame or if they have been idle for a long period. It offers different
authentication options, URL redirection after authentication has been completed and MAC filtering.

iptables

Iptables is a command line utility for configuring Linux kernel firewall implemented within the Netfilter
project. The term iptables is also commonly used to refer to this kernel-level firewall. It can be configured
directly with iptables, or by using one of the many frontends and GUIs. Iptables is used for IPv4 and
ipbtables is used for IPv6. [3]

ebtables

The ebtables program is a filtering tool for a Linux-based bridging firewall. It enables transparent filtering of
network traffic passing through a Linux bridge. The filtering possibilities are limited to link layer filtering and
some basic filtering on higher network layers. Advanced logging, MAC DNAT/SNAT and brouter facilities are
also included. The ebtables tool can be combined with the other Linux filtering tools (iptables, ip6tables and
arptables) to make a bridging firewall that is also capable of filtering these higher network layers. This is
enabled through the bridge-netfilter architecture which is a part of the standard Linux kernel. [4]

IPFire

IPFire [49] is a linux distribution which acts as a router and firewall. It focuses on flexibility, and scales from
small to middle sized business networks and home networks. Beginning with a small firewall system of a few
megabytes, it is possible to run IPFire as a file server or VPN gateway for staff, branches or customers. Its
design enables the user to create a tailor-made system fitting their needs. It ships with an extensive package
management utility (Pakfire) which allows the base system to be extended by various addons. The graphical
web user interface has been designed for beginners and also offers expert options so that powerful rules can
be created.

IPFire employs a Stateful Packet Inspection (SPI) firewall. That means that the firewall internally stores
information about every connection and is then able to associate every packet that transits the firewall to
the connection it belongs to. The GUI can be used to create Network Address Translation rules like port-
forwardings (DNAT) and source NAT rules. These two types of address translations, allow to hosting server
farms behind the firewall and masquerading any private networks or private IP addresses. The firewall can
be paired with an Intrusion Detection System (IDS), which will actively scan and block any threats. The IPFire
firewall is based on the Linux netfilter Packet Filtering framework which is famous for its command line tool
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that is called iptables. It is paired with a P2P filter that enriches the feature set by allowing to filter certain
P2P protocols.

Untangle

Untangle Unified threat management (UTM) [50] is an OSlI layer 7 application layer firewall which filters traffic
based on IP-address, port number, protocol, most significantly Active Directory users and groups. UTM is a
popular commercial-grade open source complete Linux solution with built-in openVPN. It can be upgraded
on hardware at a small cost. Provided with graphical interface for configuration and administration, UTM is
an open source distribution with less downtime, live backup features along with zero stress of installation
and configuration.

UTM supports a wide range of network applications with less resources and improved bandwidth. Apart
from this, it provides modules to integrate the following network solutions:

e Firewall: UTM examines the flowing traffic at the transport layer of the OSI model and secure
granting access token to the legitimate network only

e Protocol Control: Untangle has an improved version of protocol control which extends the feature
to control protocol and shut down the ports if violation occurs.

e Attack, phish, virus, spam and spyware, malware blocker: Based on open source CalmAV, Spam
Assassinblocks phish, virus and spam respectively. This prevents Distributed denial of service (DDoS)
attacks and other attacks by blocking unspecified hosts, and also guards from various threats.

e QOpenVPN: Users access the internet from a remote network securely with VPN provided with
Untangle. It also administers protected distribution of software and encryption keys.

Open vSwitch as a Firewall

According to ovs.org [51], Open vSwitch (OVS) is an open source software switch designed to be used as a
“virtual switch” in virtualized server environments. The goal of OVS is to implement a switching platform that
enables standard, vendor-independent management interfaces and opens the forwarding functions of
switches to programmatic extension and control. It supports all versions of OpenFlow protocol

Open vSwitch is a “software switch”, which implements OpenFlow protocol. It manages the Flow Tables for
the Datapaths which are used for forwarding the incoming traffic according to matched entries. The ability
of either forwarding or blocking packets provides Open vSwitch firewall capabilities.

Below are presented fields of the flow table entries:

e Match Fields: will be matched against incoming packets. It includes packet header and input port

e  Priority: matching priority for this Flow Table entry

e Counters: number of received packets matching this rule

e Instructions: Used to modify the action to be applied on the packet

e Timeout: The number of seconds this Flow Table entry lives in the Table

e Cookie: Opaque value chosen by controller. Not used while processing a packet. Used by controller
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4.4.2.3.Firewall VSF Implementation
A virtual firewall is a firewall service running in a virtualized environment and providing the usual packet
filtering and monitoring services that a physical firewall would provide. Virtual firewall in bridge-mode acts
like its physical-world analogous firewall. Positioned in a strategic point of the virtual network infrastructure,
it can intercept virtual traffic destined for other segments. A routing firewall participates in the IP process,
whereas a bridging, or transparent, firewall does not. A transparent firewall acts more as a tap on a line,
while a routing firewall has to forward traffic onto its next destination.

The advantages of a transparent firewall are that it can be installed in-line between two devices without
having to reconfigure the IP subnet used as the interfaces on the firewall are unnumbered. From a security
perspective a transparent firewall is quieter, as it does not participate in IP connections an attacker may not
even know it is there unless something is blocked. An attacker will have difficulty determining the type of
firewall being used.

The versatile nature of the transparent firewall greatly matches the VSF needs for on-demand application of
a firewall service in line of an existing link without the need IP subnet reconfiguration. The current Firewall
VSF is implemented using Open vSwitch software on an Ubuntu 14.04 operating system. The NVF consists of
one virtual machine that requires at least two virtual network interfaces.

The Firewall VSF has the ability to be applied in-line on an existing network link deciding which packets will
pass through its two network interfaces. It can be instantiated with specific rules that allow only the preferred
traffic to be propagated. Additional rules can be applied to the VSF after instantiation via its RESTful web API,
providing dynamic security policies to be enforced only by higher level modules of the Charisma project. As
illustrated in Figure 29, the Firewall Rule Receiver Web API receives firewall rules in JSON format by an HTTP
request and translates it to the appropriate Open vSwitch flow table entry.

‘ Receives firewall rule in

ISON format

| Firewall Rule Receiver
B

Web API

Applies firewall specific rule

Figure 29: RESTful web API in Firewall VSF for policy enforcement

Furthermore, for purposes of monitoring and security validation, the Firewall VSF provides another service
(Figure 24) whose role is to publish information about passing or blocking of packets to external interfaces
for further analysis.
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Figure 24: Firewall VSF service publishing traffic rules information

Gathers traffic data

Traffic Publisher
Service

—_—

Publishes JSON formatted
traffic information
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5.Conclusions

This document D3.2 “Initial 5G multi-provider v-security realisation: Orchestration and Management”
describes the initial realisation of the CHARISMA v-security solution and its prerequisites after the first year’s
operation of the project. It has given an overview of the CHARISMA control, management and orchestration
(CMO) architecture along with its high-level workflows. The requirements for the CHARISMA orchestrator
and VIM have been identified, and a comparison between the various currently available open source options
presented for both, in order to select the available solution that is best suited for CHARISMA. A brief
description of the selected orchestrator and VIM has also been provided.

Migrating to SDN and NFV technologies for next-generation 5G network infrastructures, as embodied by the
CHARISMA architecture, offers numerous benefits such as openness, remote programmability, agility and
other advantages of IT-like networks; however, SDN/NFV networks that are advantageous for
communications service providers also makes them vulnerable to the full range of cyber-attacks. As such,
the CHARISMA v-security solution is targeting virtualised security, based upon a combined strategy consisting
of automated policy based security management and NFV-based virtual security functions. The first aspect is
realised with the help of a Service Policy Manager and Service Monitoring & Analytics modules with support
from VI security and VI monitoring; whereas the latter aspect is implemented as VNFs which can be
automatically provisioned through an orchestrator and VIM in an NFV environment.

CHARISMA is also approaching its multi-tenancy feature as an appropriate adaptation and engineering of the
Open Access Manager module inside the VIM. Such a new multi-tenancy approach raises numerous
architectural changes and security issues. However, this has also been successfully achieved, such that
CHARISMA’s multi-tenancy solution not only solves secure VNO resource sharing, but also enables dynamic
resource allocation and segmentation with the same NFs as employed for end users and CPEs.

This second deliverable of WP3 therefore provides the initial technical realisation of CHARISMA’s v-security
solution, and hence paves the way for the implementation of the CHARISMA solution. This will require full
integration of the CHARISMA CMO plane (as described here and developed in WP3) with the physical layer
solutions developed in WP2. Together, these integrated technical implementations will be demonstrated in
the pilot and field-trials of WP4 in the latter half of the CHARISMA project.
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Appendix I: Orchestrator Comparisons

Table 9: Comparison between TeNOR, OpenBaton, Tacker and OpenMano orchestrators

Information

Software
Licence

Programming
language

NS
deployment

NS
composition

Information on
the specific
orchestrator

Software
license, e.g.
Apache license

In which
programming
language/lang
uages are the
Orchestrator
components
provided
written in?
e.g.  Python,
Java, etc.

Has the
developed
orchestrator
the ability to
deploy
network
services?

Has the
developed
orchestrator
the ability to
compose
network
services?
Composition
of different
VNFs to a

network

http://www.t-
nova.eu/

https://github.co
m/T-NOVA

Each
component/micr
o-service may be

released with
different license.
Still under

discussion, but so
far mostly ASLv2

Ruby

Yes

Yes (Using
Marketplace
module)

http://openb
aton.github.i
o/

Apache 2.0

license

Java

Yes

Relative
information
not found.

https://wiki.open
stack.org/wiki/Ta
cker

http://git.opensta
ck.org/cgit/opens
tack/tacker

Apache license

Python

Yes, through Heat
templates

Yes, though ODL
SFC

https://githu
b.com/nfvla
bs/openman
o

Apache 2.0

license

Python

Yes

Not clear
information
found.
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NS
configuration

VNF/NS
termination

NS
elasticity/scali

ng

NS monitoring

service? Are
VNFs

belonging to a
single or

multiple PoPs?

Has the
developed
orchestrator
the ability to
configure a
network

service? Real-
time or before
its
deployment?

Has the
developed
orchestrator
the ability to
terminate a
deployed
network
service and
inform
appropriately
a resource

repository?

Has the
developed
orchestrator
the ability to
provide scale-
in/out or scale
up/down a
deployed
network
service?

Is there any
monitoring
system
foreseen in the
provided
solution  for
the deployed
network
services?
Aggregation of
the monitoring
parameters of

Yes, both before

Yes Yes deployment and
in active state
VNF termination
will delete all VMs
associated to the
Yes Yes specific VNF
instance
Yes,
Not yet (planned | currently No, planned for
work) only scale-in | future work
is supported.
Yes Yes No

Yes

Yes

No

Basic
monitoring
of network
scenarios
and their
VNFs

https://githu
b.com/nfvla
bs/openman
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VNF
monitoring

User access
management
and control

NS catalogue /
VNF catalogue

the VNFs that

compose the
network
service that

can provide us
with
monitoring
information
for the whole
NS.

Is there any
monitoring
system
foreseen in the
provided
solution? At
which level
(VNF/VM
monitoring,
compute node
monitoring,
storage
monitoring,
network
monitoring)?
Monitoring
parameters
such as CPU
utilization,
RAM
allocated, No.
of VCPUs
allocated, free
space, Port
infout packet
rate, etc.

Is there a
service/modul
e developed to
manage
authentication
and
authorization
of users?

Is there a
network
service
catalogue
provided?
Repository

Yes

Yes, the
Gatekeepr
module

Yes. NS Catalog

contains the NSDs
and VNF Catalog
contains the
VNFDs.

Yes, using
zabbix plugin
(some

functionalitie
s are not
implemente
d yet).

No separate
AAA module

Yes

All the monitoring
information that
appears in
OpenStack
Horizon for VMs
and compute
nodes.

Also, it provides a
health monitoring
framework that
allows the user to
add health
monitors for a
VM, keeping track
of specified
parameters.

Yes, Keystone,
since it is
OpenStack
integrated.

VNF catalog
present (REST API
to get all network
functions and
view in Horizon

o/wiki/open
mano-api

Basic
monitoring
of VNFs, and
instances
https://githu
b.com/nfvla
bs/openman
o/wiki/open
mano-api

No separate
AAA module

Yes
https://githu
b.com/nfvla
bs/openman
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Infrastructure
repository

Available
descriptors
and syntax

Multi-tenancy
support

Deployment
across
multiple PoPs

listing the on-
boarded
network
service? What
information
does it
provide?

Is there an
infrastructure
repository
provided?
Repository
listing
information
about
available/reser
ved/allocated
NFVI
resources.

How are the
VNFs and the

network
services
described?
Using  VNFD
and NSD
descriptors
defined by
ETSI? In
another way?
In which
format are
these
descriptors
written  (e.g.
JSON, XML,
etc.)?

Are  multiple
tenants
supported?
Does the
orchestrator
provide
support for
VNF
deployment

Yes
ETSI descriptors
in JSON

Yes, NFaaS model,
Customer selects
connectivity
service (net slice)
and embeds VNFs
at PoPs.

Yes via service

mapping
algorithm by the
Orch not the VNF.

Yes

ETSI
descriptors
in JSON

Yes

Relative
information
not found.

with all  VNFs
running).
In the future,
OpenStack

Murano will be
used.

Not a special
implementation,
whatever is
already available
through Horizon

VNFD in TOSCA or
Yaml

Yes

Yes, multi-site
OpenStack
deployment

o/wiki/open
mano-api

Basic
monitoring
of VNFs, and
instances
https://githu
b.com/nfvla
bs/openman
o/wiki/open
mano-api

VNF
Descriptors
and Network
Scenario
Descriptors
in YAML

Yes

Relative
information
not found.
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VIM support

Other security
features

VNFM

Component
interaction
(RESTful
interface, etc.)

Community,
documentatio
n and support

across multiple
PoPs?

Which VIM is
supported?
e.g. Any VIM is
supported,
OpenStack is
supported,
etc.

Any other
security
function
present except
from user
access
management

and control.

Is there a
VNFM
implementatio
n provided?
Generic or VNF
specific?

Standardized
interfaces (e.g.
RESTful
interface, etc.)

Rate the
documentatio
n of the
orchestrator?
Was it easy to
find
information?
Was the

OpenStack/ODL

No

Generic  VNFM.
Specific VNFM can
also be
accommodated.

RESTful APIs

Partial
documentation in
Github (work on
progress).

Openstack,
also  offers
plugin
mechanism
for other
VIMs.

No
Provides
generic
VNFM, but
can integrate
with  other
vendors’
VNFMs.
REST and
Java  (JMS)
APls

Good
documentati
on

OpenStack/ODL

No

Provides a general

purpose VNF
Manager.
REST APIs
Big community
since it is an
OpenStack
project and
probably good
support.

It includes its
own
reference
implementat
ion of ETSI
NFV VIM
called
openvim,
integrates
with
Openstack. It
also
integrates
with
Floodlight
and ODL

No

It doesn’t
include a
separate
VNFM
module, but
implements
simplified
VNF lifecycle
managemen
t within
NFVO.

REST APIs

User- and
dev- manuals
in good
shape, lacks
high-level
information
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Consortium
hands-on
experience

Other

documentatio

n well-
written? Is
there a
community

behind to
which we can
ask for help

and support?

Do we have
partners in
CHARISMA
that have
experience
with the
specific
orchestrator
or they were
directly
involved in this
project?

Any other
comment or
remark?

Yes

No

Very
promising
platform,
with the
advantage of
offering
VNFM  and
plugin
mechanism
for our
VNFMs,
implementat
ion still in
progress.

Some
documentation

for the moment.

No

It is based on ETSI

MANO
Architectural
Framework.

No

ETSI NFV-
compliant,
NFVO-based
implementat
ion, already
demonstrate
d

Table 10: Comparison between Unify, Hurtle, RIFT.io and Open Source Mano orchestrators

Informatio
n

Information
on the specific
orchestrator

https://www.fp7-
unify.eu/

https://github.c
om/MobileClou
dNetworking

http://cms.com
soc.org/SiteGen
/Uploads/Public

/

https://www.rifti

0.com/open-
source/

https://osm.
etsi.org/welc

ome/

https://netw
orkbuilders.i

ntel.com/do
cs/E2E-

Service-
Instantiation
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Software
Licence

Programmi
ng language

NS
deploymen
t

NS
compositio
n

NS
configurati
on

Software
license,
Apache
license

e.g.

In which
programming
language/lang
uages are the
Orchestrator
components
provided
written in?
e.g. Python,
Java, etc.

Has the
developed
orchestrator
the ability to
deploy
network
services?

Has the
developed
orchestrator
the ability to
compose
network
services?
Composition
of different

VNFs to a
network
service? Are
VNFs
belonging to a
single or
multiple
PoPs?

Has the
developed
orchestrator
the ability to

configure a

Apache
license

Python

Yes

Yes

Yes
support)

2.0

(real-time

Apache License

Java, html

Yes

Yes

Yes, for Real

time not sure

Open source
(source is planned
to be out on
29/2/2016)

Not clear from
information
found.

Yes

Yes

Yes, support of
policies to
automate
network service
behavior from

-with-Open-

Source-
MANO.pdf
Apache 2.0
license

Not clear
from
information
found.

Yes

Not clear
from
information
found.

Yes
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network each network

service? Real- function down to
time or before the virtual
its infrastructure

deployment?

Has the
developed
orchestrator
the ability to
terminate a
VNF/NS deployed Yes Yes Yes Yes

termination network
service and
inform
appropriately
a resource
repository?

Has the

developed

orchestrator
NS the ‘ability to Ves Not clear from  ye Not clear
elasticity/sc Prowde scale- information from .
aling in/out or scale found. information

up/down a found.

deployed

network

service?

Is there any

monitoring

system

foreseen in

the provided

solution  for

the deployed

network

services? Yes, both at the Not clear
NS Aggregation  Service and  Yes Not clear from |
monitoring  ©f the  Resource level Information information

monitoring found. o]

parameters of
the VNFs that
compose the
network
service that
can provide us
with
monitoring
information
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VNF
monitoring

User access
manageme
nt and
control

NS
catalogue /
VNF
catalogue

for the whole
NS.

Is there any
monitoring
system
foreseen in
the provided
solution? At
which level
(VNF/VM
monitoring,
compute node
monitoring,
storage
monitoring,
network
monitoring)?
Monitoring
parameters
such as CPU
utilization,
RAM
allocated, No.
of VCPUs
allocated, free
space, Port
infout packet
rate, etc.

Is there a
service/modul
e developed
to manage
authenticatio
n and
authorization
of users?

Is there a
network
service
catalogue
provided?
Repository
listing the on-
boarded
network
service? What
information
does it
provide?

Yes, measureme
nts as
aggregations  of
individual KPls.
Also supported is
the ability to add
Network
Functions to
provide
monitoring data
to the service.

Yes, profile
based and at
different levels:
Service,
Resources

Yes

Yes

AAA module

Yes

Yes

Yes

Yes, through GUI

Yes

Not clear
from
information
found.

Not clear
from
information
found.
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Infrastructu
re
repository

Available
descriptors
and syntax

Multi-
tenancy
support

Deploymen
t across
multiple
PoPs

ViMm
support

Is there an
infrastructure
repository
provided?
Repository
listing
information
about
available/rese
rved/allocate
d NFVI
resources.

How are the
VNFs and the

network
services
described?
Using  VNFD
and NSD
descriptors
defined by
ETSI? In
another way?
In which
format are
these
descriptors
written (e.g.
JSON, XML,
etc.)?

Are multiple
tenants
supported?
Does the
orchestrator
provide
support  for
VNF
deployment
across
multiple
PoPs?
Which VIM is
supported?
e.g. Any VIM is
supported,
OpenStack is
supported,
etc.

Yes

Not clear from
information
found.

Yes

Yes but with
centralized
control

management.

and

DC = OpenStack
with ODL as SDN
Controller; WAN =
POX

Yes

At least JSON

Yes

Not clear from
information
found.

OpenStack

Yes

VNFD and NSD
(unknown syntax)

Yes

Yes, across hybrid
clouds and
multiple data
centers.

OpenStack/ODL

and supports
other as well (The
cloud abstarction
layer abstracts
the underlying
infrastructure and

Yes

Not clear
from
information
found.

Yes

Not clear
from
information
found.
Openstack/O
penvim,
Opendayligh
t plugin can
be used.
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Any other
security
Other function
. present
security
except from
features
user  access
management
and control.
Is there a
VNFM
VNEM |mplemer'1tat|
on provided?
Generic or
VNF specific?
.Comporfent Standardized
interaction terfaces
RESTful
(RESTfu (e.. RESTful
interface, .
interface, etc.)
etc.)

Policy

control

which can be used

for security.

Generic VNFM
RESTful APIs
available, GUI
available, Julu
planned

No

No

REST APIs

adapts to multiple
Cloud
Management
Systems.).

Massively

scalable

subscriber and
session anchoring
and security
framework for
supporting large
scale  gateways
and session-
aware  network
functions such as
firewalls and
proxies.

Yes, VNFM
responsible for:

e Starting
the VNF
from its
descripto
r and
managing
the VNF

e Scaling
out/in
and
up/down
of VNFs

e Monitorin
g and
collecting
paramete
rs that
determin
e the
health of
the VNF

REST APIs

Not clear
from
information
found.

Yes

Not clear
from
information
found
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Community
’
documenta
tion and
support

Consortium
hands-on
experience

Other

Rate the
documentatio
n of the
orchestrator?
Was it easy to
find
information?
Was the
documentatio

n well-
written? Is
there a
community

behind to
which we can
ask for help

and support?

Do we have

partners in
CHARISMA
that have
experience
with the
specific
orchestrator
or they were
directly
involved in

this project?

Any other
comment or
remark?

Good code
documentation,
architecture and

high level
info available but
dispersed

No

Support for

Service Chaining

No for support,
at least haven’t
found

No

Advantage:
Designed and
presented for C-
RAN, including:
Load-Balancing-,
DNS-,
Monitoring-,
Analytics-,
Database-
RAN-as-a-
Service

and

Disadvantage:
cannot find
support group,
not fully NFV
compliant

The project just

launched, o)
there isn't enough
information

around nor big

community create
yet.

No

ETSI-compliant
NFV MANO
solution.

Optimal
placement of
VNFs depending
on networking
and compute
infrastructure

Project is
very
immature in
this aspect.

No

RIFT.io is a
founding
member and
seed code
contributor
to ETSI Open
Source
MANO
(OSM).

Not sure how
different
these
projects will
be.
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Table 11: Detailed comparison of TeNOR and OpenBaton orchestrators

VNF
boarding

The Orchestrator
MUST be able to
upload a VNF
image and the
assorted

description in the
local VNF
repository and
catalog.

On-

VNF Image The Orchestrator

Uploading MUST be able to
upload the
appropriate VNF
images at the
deployment
points (aka NFVI
PoPs).

The deployment of a VNF
consists of transferring the VNF
VM image(s) containing the VNF
from the NF Store to the NFV
infrastructure. The deployment
phase requires interaction
between T-NOVA Orchestrator
and the VIM.

= A new VNF is uploaded
to the NF Store. As a
result, the NF Store
notifies the NFVO that a
new VNF is available.

= The NFVO requests the
metadata (VNF
Descriptor) of the new
VNF from the NF Store.

= The VNF Descriptor is
provided to the NFVO.

= The NFVO processes the
VNFD to check if the
mandatory elements are

provided.

= The NFVO uploads the
VNFD to the VNF
Catalogue.

mages are uploaded to the NF
Store. The NF Store allows
Network Function Developers to
securely upload their Network
Functions along with other
metadata files needed for the
configuration through the T-
NOVA Dashboard and also,
allows the T-NOVA Orchestrator
to retrieve VNF binaries and their
metadata to onboard them onto
the platform. The NF Store is also
responsible to notify the
Orchestrator in case a VNF is
updated or deleted.

A VNFPackage (the VNFD, the
image, scripts and a Metadata
file) is onboarded to the
NFVO.The VNFD can then be use
in a NSD.

http://openbaton.github.io/docu
mentation/vnfpackage/

A repository of NSDs and VNFDs is
maintained by the NFVO
(checked test installation)

VNF image uploading managed
from the Metadata.yaml file of a
VNFPackage

http://openbaton.github.io/docu
mentation/vnfpackage/
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VNF The Orchestrator
MUST be able to process

Instantiation
direct

instantiation

command to the
VIM (s) in order to
bootstrap the VNF
images per tenant
or per service. It
MAY request the

creation

appropriate
flavours for each

VNFC

accommodation
(information

provided
VNFD).

VNF instantiation refers to the VNF

of creating and

provisioning a VNF instance.

1.

NFVO calls the VNFM to
instantiate the VNF, with
the instantiation data.

Optionally, and before
the instantiation request
from the NFVO to the
VNFM, a feasibility check
could be made to ensure
the required resources
for the VNF are available
(and reserved) at the
virtual infrastructure
(interacting with the
VIM) layer.

The VNFM validates the
request and processes it.

This  might include
modifying/complementi
ng the input

instantiation data with
VNFD data and VNF
lifecycle specific
constraints.

The VNFM then calls the
NFVO for resource
allocation.

The NFVO retrieves VNF
image(s) from the NF
Store.

NF Store delivers the
VNF image(s) to the
NFVO.

The NFVO executes any
required pre-allocation
processing work:

VNF location selection:
The selection of where
to locate a VNF instance
could be based on the
request, available
resources, the nature of
the VNF, the Network
Service(s) in which the
VNF instance is

instantiation  supported
through NS lifecycle management
(NSDs include VNFDs).
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participating in as well as
defined policies.

Resource pool selection:
The resource pool to be
used needs to be
selected. Note that this
is not the same as the
VNF location. Multiple
resource pools could
exist in the same
location or some VNFCs
that are part of a VNF
instance may need to be
located remotely from
the rest.

Dependency checking:
Availability of all the
required external
dependencies from the
required location need
to be checked. If the VNF
instance has any QoS
requirements, it also
needs to be verified if
they can be met in the
selected location. Note
that the QoS
requirements could be
on compute or network
resources, or on external
services on which the
VNF instance is
dependent. The NFVO
requests the allocation
of resources from the
VIM (compute, storage
and network) needed for
the VNF instance (and
delivers the VNF
image(s)).

The VIM instantiates the
required compute and
storage resources from
the infrastructure.

The VIM instantiates the
internal connectivity
network — a VNF may
require dedicated virtual
networks to
interconnect it's VNFCs
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VNF
Configuratio
n

VNF
Monitoring

The Orchestrator
MUST provide
means for post-
configuring  the
VNF according to
the tenant
policies.

The VNFM MUST
be able to retrieve

(networks that are only
used internally to the
VNF instance).

e The VIM interconnects
the instantiated internal
connectivity network
with the VNFCs.

e Acknowledgement  of
completion of resource
allocation back to NFVO.

e The NFVO acknowledges
the completion of the
resource allocation back

to VNFM, returning
appropriate
configuration
information.

e After the VNF s

instantiated, the VNFM
configures the VNF with
any VNF specific lifecycle

parameters
(deployment
parameters).

e The VNF sends an
acknowledgement  to
the VNFM that the
configuration process is
completed.

e The VNFM

acknowledges the
completion of the VNF
instantiation back to the

NFVO.
Supported through the
Middleware APl (mAPI). The

mAPI single and unified interface
towards VNFs from the VNFM
point-of-view. For VNF lifecycle
management, Get Configuration,

Post Configuration, Update
Configuration and Delete
Configuration actions are

supported.

The VIM Monitoring Manager
collects metrics from deployed

Unclear

Supported via a zabbix-plugin
interfacing a zabbix server.
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VNF instance run-

time information
for monitoring
purposes.

VNF The VNFM MUST

Termination | be able to
terminate a VNF,
upon request.

VMs. VNF Monitoring Agents
come either pre - installed
within the VM image hosting the
VNFC or installed upon VNFC
deployment.

VNF Termination is implemented
via the mAPI. Available actions
through mAPI microservice can
be determined in the VNFD file.

The NFVO calls the VNFM to
terminate the VNF service.

1. The VNFM gracefully
shuts down the VNF, i.e.
without interrupting the
NS that is being
delivered, if necessary in
coordination with other
management  entities.
The VNF image(s) will be
maintained on the NF
Store (in order to be
instantiated again in the
future). The VNF
catalogue is not affected
by the VNF termination.

2. The VNFM
acknowledges the
completion of the VNF
termination back to the
NFVO.

3. The NFVO requests
deletion of the VNF
resources by the VIM.

4. Virtual network links (VLs)
interconnecting the VMs are
released.

5. VMs resources (compute,
storage and memory) used by
the VNF are released.

https://github.com/openbaton/z
VNFs hosts are added
automatically into zabbix db

when they are started through an
auto-registration action:

http://openbaton.github.io/docu
mentation/zabbix-server-

configuration/

VNF  termination  supported
through NS lifecycle management
(NSDs include VNFDs).
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VNF
Store

Image

VNF
Forwarding
Graph

NS request

NS
deployment

The Orchestrator
MUST maintain a
repository of VNF
images and VNF
descriptors.

Internal  VNF
Forwarding

Graph MUST be
described in the

VNFD.

The Orchestrator
SHALL be able to
accept and handle
NS requests.

The Orchestrator
SHALL be able to
deploy the
requested NSs by

6. An acknowledgement is sent
indicating the success or failure
of resource release back to

NFVO.

7. The NFVO updates the
infrastructure resources
repository.

VNFDs are saved at the VNF-
Catalogue (implemented in
Mongodb).

VNF images are stored in the NF-
Store.

Descriptors in T-NOVA are ETSI-
compliant, so VNFFG is included
in the VNFD.

Internally, the VNFs can be
composed by one or more
software  components, also
known as Virtual Network
Function Components (VNFCs).
Each VNFC is typically deployed
in a single Virtual Machine (VM),
although other deployment
procedures can exist. As VNFs,
VNFCs can be instantiated in a
single NFVI-PoP or distributed
across several NFVI-PoPs. The
VNFCs interconnections are
made through dedicated VLs.

NS requests are handled by NS-
Catalogue, NS-Provisioning
microservice.

These requests are handled by
NS-Provisioning micro service,
which accepts requests for NS in-
stances from the Marketplace

A VNFPackage (the VNFD, the
image, scripts and a Metadata
file) is onboarded to the NFVO.
The VNFD can then be used in a
NSD.

http://openbaton.github.io/docu
mentation/vnfpackage/

A repository of NSDs and VNFDs is
maintained by the NFVO
(checked test installation).

OpenBaton VNFD is compatible
to ETSI NFV VNFD
Information model (ETSI NFV-
MAN Section 6.3 ). This includes
the specification of VNFCs and
their communication points.

http://openbaton.github.io/docu
mentation/vnf-descriptor/

Supported VNF/NS

onboarding.

through

Deployment supported by initial
onboarding of NSD and
subsequent Launch e.g.,
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provisioning the
necessary
computing,
network and
storage resources
needed for the

deployment of
the NS service.

(through the NS Manager) and
for VNF instances from the
VNFM.

1. The NFVO receives a request
to instantiate a new NS.

2. The NFVO validates the
request, both validity of request
(including validating that the
sender is authorised to issue this
request) and confirming the
parameters passed are
technically correct.

3. The Orchestrator checks the
NS composition (e.g. VNFFG) in
the NS catalogue:

Thereafter, a feasibility check
procedure may optionally be
carried out for each VNF that is
part of the NS, in this case VNF1
and VNF2 For further details
about the “VNF Feasibility
Check”, please see the “VNF
Instantiation Procedure”;

The NFVO triggers the
instantiation of the VNFs (VNF1
and VNF2). For further details
about the “VNF Instantiation”,
please  check the “VNF
Instantiation Procedure”.

4. The NFVO executes any
required pre-allocation
processing work, e.g. VNF
location selection, Resource pool
selection, Dependency checking.
For further details see VNF
Instantiation Procedure -
Orchestrator’s View.

5. The NFVO requests the TNM
to setup the WAN resources
required for interconnecting the
VNFs across the DCs (resource
phase establishment).

6. The TNM configures the WAN
resources between DC1 and DC2.

7. The TNM sends an
acknowledgment to the NFVO

http://openbaton.github.io/docu
mentation/iperf-NSR/.

A check of the available resources
is made by the NFVO before
instantiation (as described in
http://openbaton.github.io/docu
mentation/vnfm-generic/ and
http://openbaton.github.io/docu
mentation/iperf-NSR/)
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NS
configuratio
n

NS
termination

NS elasticity

The

Orchestrator SHA
LL be able to
configure or
update the
configuration of
an instantiated
NS, upon request
or automatically.

The Orchestrator
SHALL be able to
terminate a NS
upon request.

The Orchestrator
SHOULD be able

reporting that the WAN has been
configured as requested.

8. The NFVO sends a request to
the VIM to interconnect the
WAN ingress and egress routers
to the DC VLANs (connectivity
phase establishment).

9. The VIM interconnects the
configured WAN resources with
VNF1 and VNF2 in DC1 and DC2,
respectively.

10. The VIM acknowledges
completion of the WAN / VLANs
configuration:

11. If necessary, NFVO requests
Network Manager to connect
VNF external interfaces to PNFs
interfaces:

1. The Network Manager
can be an 0SS, an NMS
or an EM;

2. Connection to PNFs is
assumed to be done by

the NFVO.
11. The NFVO acknowledges
completion of the NS
instantiation.
Not available.
Service termination is
implemented following a
sequential VNF termination
procedure and all resources

associated to the NS are released
and also possible  WAN
configurations are removed.

This is work in progress.VNF-
Scaling microservice is

Automatic re-configuration s
supported in the form of auto-
scaling. Unclear for other types of
re-configuration.

Similar to  VNF lifecycle
management.

Allows the  definition  of
autoscaling policies at the
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NS
monitoring

NS Catalog

NS
Composition

to dynamically
scale-up/down

the allocated
resources to
existing NSs.

The Orchestrator
SHALL be able to
retrieve NS
information on a
real time basis for
monitoring
purposes,
aggregate and
consolidate all
monitoring  VNF
metrics.

The Orchestrator
SHOULD maintain
a repository of NS
Descriptors.

The Orchestrator
SHALL be able to
compose network
services.

responsible for the scaling of the
VNF.

There is an "auto_scale_policy"
field in both the NSD and the
VNFD to indicate whether
automated scaling should be
enforced.

NS monitoring is handled by the
NS Monitoring micro service,
which  follows a  publish-
subscribe approach. For each NS
instance that is provisioned, the
NS monitoring subscribes the
monitoring parameters defined
in the NSD.

To store all the acquired and
calculated data, the NS
Monitoring is responsible of
filling and managing the ns-
monitoring repository. The ns-
monitoring repository is a
Cassandra database storing all
the information related to the
subscribed metrics for each one
of the instantiated NSs.

NSDs are saved by NS Catalogue

microservice to a Mongodb
database. Only wvalid NS
Descriptors  go into  the
Catalogue.

Whenever a new NS
instantiation request reaches

TeNOR, it is passed to the NS
Provisioning micro-service. The
NS Provisioning micro-service
grabs the NS id from that request
and grabs its data from the NS
Catalogue micro-service. With
that information, merged with
the request information, the NS
Mapping micro-service is called;
which returns a list of possible
PoP’s where to allocate the

VNFD/VNFR level. Allows
operation (i.e., defining resource
utilization thresholds and actions)

with any monitoring plug-in
(currently supported: Zabbix).
Scaling infout is currently
supported. Code available as a
separate

package: https://github.com/op

enbaton/autoscaling

Supported via a zabbix-plugin
interfacing a zabbix server:

Code available as a separate plug-
inpackage:

https://github.com/openbaton/z
abbix-plugin

A single zabbix-plugin instance
can be used by both the NFVM
and the NFVO (as mentioned in
https://github.com/openbaton/a
utoscaling).

Supported. Both an NSD and an
NFVD catalogue is maintained
(checked also test installation)

Supported through NSDs, which
contain a list of VNFDs and the
VirtualLinkDescriptors (VLDs)
describing the topology of the NS
(http://openbaton.github.io/doc
umentation/ns-descriptor/).

Also, the OpenButon GUI allows
the creation of NS(D)s by
selecting one or more of the VNFs
available in the VNFD repository.
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Service
Function
Chaining

NS resource
mapping

Infrastructur
e Repository

The Orchestrator
SHOULD
construct via the
NS Composition
process a service
function chain to
be realized over
the virtualized
infrastructure.

The Orchestrator
SHALL be able to
map NS requests
received from
customers to the
network, such
that all service
requirements are
met (e.g.
computational
requirements,
network
topology,
processing,
storage and
network resource
availability).

The Orchestrator
SHALL be able to
discover/collect

and retain

required resources, sorted from
best to worst; With the PoP
location, a loop is started and
each VNF that is part of the NS is

then passed to the VNF
Manager, for it to provision
them. With the instantiation
data is received, the VNF

repositories are filled, as well as
the NS Repositories. For each
successful NS instantiation
request an SLA is created
(through the SLA Enforcement
micro-service) and the necessary
monitoring  parameters are
subscribed through the NS
Monitoring micro-service.

Provided through the SDK for
SDN, which is integrated as a
Karaf feature into the
OpenDaylight environment.

Supported
Infrastructure
Repository, provides
infrastructure related
information collected from the
VIM and NFVI components (see
below).

through the
Resource
which

Supported through the
Infrastructure Resource
Repository. The infrastructure

repository stores all available

Via NS Composition. Networking
configuration can be applied by
an ODL controller interacting with
OpenStack's  Neutron service
through a REST API.

A check of the available resources
is made by the NFVO before
instantiation (as described in
http://openbaton.github.io/docu
mentation/vnfm-generic/ and
http://openbaton.github.io/docu
mentation/iperf-NSR/)

Supports the registration and use
of multiple NFV PoPs
(http://openbaton.github.io/doc
umentation/vim-instance/,
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Multi-site
managemen
t

infrastructure
topology,
platform features
and resource
availability.

The Orchestrator
MAY be able to

orchestrate
resources across
multiple sites
(PoPs).

infrastructure related
information from the physical
and virtualised resources within
an NFVI- PoP and exposes this
information through a unified set
of middleware APIls to the
resource mapping functional
entity. The repository provides
specific fields for tracking the
resource allocation, relying on
existing fields in OpenStack API
(referring to CPU, disks, RAM
usage, etc.). Additionally, the
repository provides tracking of
resources currently not
identified by OpenStack (e.g.
GPUs, NICs, DPDK libraries etc.)
via its EPA agents. Infrastructure
metadata is stored in the
infrastructure repository for
example CPU instruction sets,
NIC support for DPDK etc. The
infrastructure data stored in the
repository database is structured
in a hierarchical graph based
schema.

On each new request to
instantiate a Network Service,
the Service Mapping module is
called, to determine on which
infrastructure  resources to
deploy the VNFs composing the
NS. To accomplish this, the
Service Mapping requires
communication with both the
Infrastructure Repository and
the NS Catalogue. Specifically, it
uses the information available in
the Infrastructure Repository (to
know which resources are free or
being used), as well as the NS
Catalogue (to know exactly
which VNFs the Network Service
is composed of). It then creates

the internal data structures
needed to calculate the optimal
solution and calculates this

solution, returning an ordered
list of possible PoPs (first is the

http://openbaton.github.io/feat
ures.html)

An NFV PoP
supported
installation).

repository is
(checked also test

Supports the registration and use
of multiple NFV PoPs
(http://openbaton.github.io/doc
umentation/vim-instance/,
http://openbaton.github.io/feat
ures.html)
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Resources
tracking

Access
Control

Security
Policy
Manageme
nt

Ease of
developmen
t/extension

The Orchestrator
SHALL update its
inventory of
allocated/availabl
e resources when
resources are
allocated/release
d.

The Orchestrator

SHALL support
user management
and access
control.

The Orchestrator
MUST be able to
receive  security
policies and
depending to the
level of security,
decide

accordingly on the
NS management.

best) where that service can be
deployed.

The NS Manager, NS Provisioning
and Management Ul micro-
services of TeNOR can connect
with the Infrastructure Resource
Repository to obtain the
corresponding information,
update the capacity and
information of the NFVI-PoP
accordingly  after successful
provisioning of NSs, be aware of
the different services deployed
and the status on the
infrastructure and allow a
human administrator to have an
overall view of the topology and
the different resources available
in the NFVI-PoP.

The Gatekeeper micro-service
implements TeNOR’s
Athentication and Authorization
mechanism that allows actions
such as user-
registration/authentication and
inter-services authorization
based on tokens.

Not available.
Both external and internal
interfaces of TeNOR are
REST/JSON.

TeNOR follows a micro-service
oriented architecture, in which
each module is developed as a
separate micro-service, which
was selected to ensure a lean
and modular implementation
and operation of the system and
also extensibility easiness.

Unclear.

Not supported.

Not available.

OpenBaton is an open source
project (Apache 2.0 licence)
written in Java. It is modular
allowing its extension on several
fronts:

VIM plug-in mechanism:
OpenBaton wuses plug-ins to
communicate with the available
VIMs. Currently, an OpenStack
plug-in is provided. However, a
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Currently there is no standard
interface between the VNFM and
the VNFs (Ve-vnfm- vnf) and VNF
developers shouldn't be limited
to a technology that might not
suit their needs. On the other
hand, having the VNFM support
multiple southbound interfaces
would need a strong effort. With
this in mind, the middleware API
was designed to support two
distinct requirements:

e A single and unified
interface towards VNFs
from the VNFM point-of-
view

e The most  suitable
management
technology to VNFs

plug-in SDK is provided for the
development of VIM plug-ins i.e.,
http://openbaton.github.io/docu
mentation/vim-plugin/.

VNFM plug-in / integration:

OpenBaton provides a Generic
VNFM
http://openbaton.github.io/docu
mentation/vnfm-generic/.
Beyond that, the following two
options are provided:

Creating a new VNFM

A VNFM-SDK is provided for this
purpose:
http://openbaton.github.io/docu
mentation/vnfm-how-to-write/

Integrating an existing VNFM

A REST interface is exposed for
the integration of existing
VNFMs:
http://openbaton.github.io/docu
mentation/vnfm-vendor-

specific/

NFVO SDK:

OpenBaton further provides an
SDK for using the orchestrator
from a Java application:
http://openbaton.github.io/docu
mentation/nfvo-sdk/. This might
prove useful in creating stand-
alone components (through most
likely this should be avoided).
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Appendix llI: v-IDS Implementation

Snort Installation

Disable LRO and GRO
To disable LRO and GRO for any interface that Snort listens on, use the ethtool

command in the network interface configuration file /etc/network/interfaces:

sudo apt-get install -y ethtool

sudo vi /etc/network/interfaces

auto lo

iface lo inet loopback

auto ethe
iface ethe inet dhcp
post-up ethtool -K eth@ gro off

post-up ethtool -K eth® lro off

Restart and make sure that are really turned off
sudo ifconfig eth@ down && sudo ifconfig eth@ up
ethtool -k eth@ | grep receive-offload

If not, then reboot and re-check

Prerequisites
Install prerequisites:

sudo apt-get install -y build-essential

sudo apt-get install -y libpcap-dev libpcre3-dev libdumbnet-dev

sudo apt-get install -y bison flex

Not sure if required:

sudo apt-get install -y zliblg-dev liblzma-dev openssl libssl-dev
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Install Snort
Check https://www.snort.org/ for latest release.

Get the Data Acquisition Library:

wget https://www.snort.org/downloads/snort/dag-2.0.6.tar.gz

tar xvfz dag-2.0.6.tar.gz
cd dag-2.0.6

./configure; make; sudo make install

Get the Snort Engine:

wget https://www.snort.org/downloads/snort/snort-2.9.8.0.tar.gz

tar xvfz snort-2.9.8.0.tar.gz

cd snort-2.9.8.0

./configure --enable-sourcefire; make; sudo make install

sudo ldconfig

Place a symlink to the Snort binary in /usr/sbin:

sudo 1n -s /usr/local/bin/snort /usr/sbin/snort

Verify the installation running:

snort -V

Snort permissions and files
If we don't want to run Snort as root:

# Create the snort user and group:

sudo groupadd snort

sudo useradd snort -r -s /sbin/nologin -c SNORT_IDS -g snhort

# Create the Snort directories:
sudo mkdir /etc/snort
sudo mkdir /etc/snort/rules

sudo mkdir /etc/snort/rules/iplists
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sudo mkdir /etc/snort/preproc_rules

sudo mkdir /usr/local/lib/snort_dynamicrules

sudo mkdir /etc/snort/so_rules

# Create some files that stores rules and ip lists
sudo touch /etc/snort/rules/iplists/black_list.rules
sudo touch /etc/snort/rules/iplists/white_list.rules
sudo touch /etc/snort/rules/local.rules

sudo touch /etc/snort/sid-msg.map

# Create our logging directories:

sudo mkdir /var/log/snort

sudo mkdir /var/log/snort/archived_logs

# Adjust permissions:

sudo chmod -R 5775 /etc/snort

sudo chmod -R 5775 /var/log/snort

sudo chmod -R 5775 /var/log/snort/archived_logs

sudo chmod -R 5775 /etc/snort/so_rules

sudo chmod -R 5775 /usr/local/lib/snort_dynamicrules

# Change Ownership on folders:
sudo chown -R snort:snort /etc/snort
sudo chown -R snort:snort /var/log/snort

sudo chown -R snort:snort /usr/local/lib/snort_dynamicrules

Copy the configuration files and the dynamic preprocessors:
cd /snort-2.9.8.0/etc

sudo cp *.conf* /etc/snort

sudo cp *.map /etc/snort

sudo cp *.dtd /etc/snort

And:

cd /snort-2.9.8.0/src/dynamic-
preprocessors/build/usr/local/lib/snort_dynamicpreprocessor/
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sudo cp * /usr/local/lib/snort_dynamicpreprocessor/

We now have the following directory layout and file locations:

Snort binary file:

Snort configuration file:
Snort log data directory:
Snort rules directories:

Snort IP list directories:
Snort dynamic preprocessors:

Our Snort directory listing looks like this:

/usr/local/bin/snort
/etc/snort/snort.conf

/var/log/snort

/etc/snort/rules

/etc/snort/so rules
/etc/snort/preproc_rules
/usr/local/lib/snort_dynamicrules
/etc/snort/rules/iplists
/usr/local/lib/snort_dynamicpreprocessor/

user@snortserver:~$ tree /etc/snort

/etc/snort

|-- attribute_table.dtd

|-- classification.config
|-- file_magic.conf

|-- gen-msg.map

|-- preproc_rules

|-- reference.config

|-- rules

| |-- iplists

| | |-- black_list.rules
| | |-- white_list.rules
| |-- local.rules

|-- snort.conf

|-- so_rules

|-- threshold.conf

|-- unicode.map

Comment out all rulesets in our snort.conf:

sudo sed -i "s/include \$RULE\_PATH/#include \$RULE\_PATH/"

/etc/snort/snort.conf

And manually edit the configuration file:

sudo vi /etc/snort/snort.conf

At line 45:

ipvar HOME_NET 192.168.1.0/24

At line 104:

var RULE_PATH /etc/snort/rules

var SO _RULE_PATH /etc/snort/so _rules
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var PREPROC_RULE PATH /etc/snort/preproc_rules
var WHITE_LIST_PATH /etc/snort/rules/iplists

var BLACK_LIST_PATH /etc/snort/rules/iplists

Uncomment line 545, to enable the local.rules file:

include $RULE_PATH/local.rules

Finally, verify the configuration file:

sudo snort -T -i etho® -c /etc/snort/snort.conf

Snort Tools

Barnyard2 Installation
Install prerequisites:

sudo apt-get install -y mysql-server libmysqlclient-dev mysql-client autoconf
libtool

Create the MySQL root user with password USUAL-PASSWORD.

Edit /etc/snort/snort.conf and add the following after line 521:

output unified2: filename snort.u2, limit 128

Dowload Barnyard2:

git clone https://github.com/firnsy/barnyard2.git

Then:

cd barnyard2

autoreconf -fvi -I ./m4

sudo 1ln -s /usr/include/dumbnet.h /usr/include/dnet.h

sudo ldconfig

Depending on your OS version (x86 or x86_64), you need to point the install to the correct MySQL
library:
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# Choose ONE of these two commands to run
./configure --with-mysql --with-mysql-libraries=/usr/lib/x86_64-1linux-gnu

./configure --with-mysql --with-mysql-libraries=/usr/l1ib/i386-1inux-gnu

Now complete the build and install Barnyard?2 to /usr/local/bin/barnyard2:
make

sudo make install

Once Barnyard? is installed, the next step is to copy and create some files that Barnyard2 requires to
run:

sudo cp etc/barnyard2.conf /etc/snort
sudo mkdir /var/log/barnyard2

sudo chown snort.snort /var/log/barnyard2
sudo touch /var/log/snort/barnyard2.waldo

sudo chown snort.snort /var/log/snort/barnyard2.waldo

Since Barnyard?2 saves alerts to our MySQL database, we need to create that database, as well as a
“snort' MySQL user to access that database:

mysql -u root -p

mysql> create database snort;

mysql> use snort;

mysql> source ~/barnyard2/schemas/create_mysql

mysql> CREATE USER 'snort'@'localhost' IDENTIFIED BY 'USUAL-PASSWORD';

mysql> grant create, insert, select, delete, update on snort.* to
"snort'@'localhost’;

exit

Edit /etc/snort/barnyard2.conf and add at the end of the file:

output database: log, mysql, user=snort password=USUAL-PASSWORD dbname=snort
host=1localhost

Then:
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sudo chmod o-r /etc/snort/barnyard2.conf

Now, run Snort in alert mode using:

sudo /usr/local/bin/snort -q -u snort -g snort -c /etc/snort/snort.conf -i etho

Ping the Snort machine from another machine. Stop the ping and then stop Snort. At /var/log/snort
you should see a new file with following name: snort.u2.nnnnnnnnnn:

archived_logs

We now run Barnyard2 and tell it to process the events in snort.uZ.nnnnnnnnnn and load them into
the Snort database:

sudo barnyard2 -c /etc/snort/barnyard2.conf -d /var/log/snort -f snort.u2 -w
/var/log/snort/barnyard2.waldo -g snort -u snort

The output will be similar to:

We now want to check the MySQL database to see if Barnyard2 wrote the event. Run the MySQL query:

mysgl -u snort -p -D snort -e "select count(*) from event"
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PulledPork Installation
Installation

OPTIONAL: First, create a free account on http://snort.org in order to get a unique Oinkcode that will
allow you to download the newer rulesets.

Install prerequisites:

sudo apt-get install -y libcrypt-ssleay-perl liblwp-useragent-determined-perl

Dowload PulledPork

git clone https://github.com/shirkdog/pulledpork.git

cd pulledpork/
sudo cp pulledpork.pl /usr/local/bin
sudo chmod +x /usr/local/bin/pulledpork.pl

sudo cp etc/*.conf /etc/snort

Check that PulledPork runs by checking the version, using the -V flag:
/usr/local/bin/pulledpork.pl -V

Configuration:
Configure PulledPork by editing sudo /etc/snort/pulledpork.conf:

Line 19 & 26: enter your oinkcode where appropriate (or comment out if no
oinkcode)

Line 29: Un-comment for Emerging threats ruleset (not tested with this guide)
Line 74: change to: rule_path=/etc/snort/rules/snort.rules

Line 89: change to: local rules=/etc/snort/rules/local.rules

Line 92: change to: sid msg=/etc/snort/sid-msg.map

Line 96: change to: sid_msg_version=2

Line 119: change to: config path=/etc/snort/snort.conf

Line 133: change to: distro=Ubuntu-12-04

Line 141: change to: black_list=/etc/snort/rules/iplists/black_list.rules

Line 150: change to: IPRVersion=/etc/snort/rules/iplists
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Run manually to see if it works:

sudo /usr/local/bin/pulledpork.pl -c /etc/snort/pulledpork.conf -1

Edit /etc/snort/snort.conf and add to the end of the file (or at line 548 if you want to keep itin a
logical place):

include $ RULE_PATH/snort.rules

Reload since the configuration changed:

sudo snort -T -c /etc/snort/snort.conf -i etho

Set PulledPork to run daily by using crontab:

sudo crontab -e

Add the job in crontab file:

01 04 * * * Jusr/local/bin/pulledpork.pl -c /etc/snort/pulledpork.conf -1

Configure Snort and Barnyard2 to run on system startup
Create the Snort startup script:

sudo vi /etc/init/snort.conf

With:

description "Snort NIDS Service"
stop on runlevel [!2345]

start on runlevel [2345]

script
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exec /usr/local/bin/snort -q -u snort -g snort -c /etc/snort/snort.conf -i
ethe -D

end script

Now, make the script executable, and tell Upstart that the script exists, and then verify that it is
installed:

sudo chmod +x /etc/init/snort.conf

initctl list | grep snort

Do the same for Barnyard2:

sudo vi /etc/init/barnyard2.conf

With:

description "Barnyard2 service"
stop on runlevel [!2345]

start on runlevel [2345]

script

exec /usr/local/bin/barnyard2 -c /etc/snort/barnyard2.conf -d /var/log/snort -f
snort.u2 -w /var/log/snort/barnyard2.waldo -g snort -u snort -D -a
/var/log/snort/archived_logs

end script

Now, make the script executable, and tell Upstart that the script exists, and then verify that it is
installed:

sudo chmod +x /etc/init/barnyard2.conf

Reboot the computer and check that both services are started:
service snort status

service barnyard2 status

Snorby Installation
Install prerequisites:
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sudo apt-get install -y imagemagick apache2 libyaml-dev libxml2-dev libxslt-dev
git rubyl.9.3

Then:
echo "gem: --no-rdoc --no-ri" > ~/.gemrc
sudo sh -c "echo gem: --no-rdoc --no-ri > /etc/gemrc"

# These gems will also install other required gems
sudo gem install wkhtmltopdf

sudo gem install bundler

sudo gem install rails

sudo gem install rake --version=0.9.2

Get Snorby and install gems:

wget https://github.com/Snorby/snorby/archive/v2.6.2.tar.gz -0 snorby-
2.6.2.tar.gz

tar xzvf snorby-2.6.2.tar.gz
sudo cp -r ./snorby-2.6.2/ /var/www/html/snorby/
cd /var/www/html/snorby

sudo bundle install

Snorby uses database.yml to tell it how to connect to the MySQL server. We will copy the example file
to the correct location and edit it with our credentials:

sudo cp /var/www/html/snorby/config/database.yml.example
/var/www/html/snorby/config/database.yml

sudo vi /var/www/html/snorby/config/database.yml

Change the password to MySQL:
# Snorby Database Configuration
#

# Please set your database password/user below
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# NOTE: Indentation is important.
#

snorby: &snorby

adapter: mysql

username: root

password: "MySqlROOTpassword" # Example: password: "s3cr3tsauce"
host: localhost

development:

database: snorby

<<: *snorby

test:

database: snorby

<<: *snorby

production:

database: snorby

<<: *snorby

Create the Snorby configuration file and update it:

sudo cp /var/www/html/snorby/config/snorby config.yml.example
/var/www/html/snorby/config/snorby config.yml

sudo sed -i s/"\/usr\/local\/bin\/wkhtmltopdf"/"\/usr\/bin\/wkhtmltopdf"/g
/var/www/html/snorby/config/snorby config.yml

Install Snorby:
cd /var/www/html/snorby

sudo bundle exec rake snorby:setup

Edit the MySQL Snorby database and add a new user:
mysql -u root -p
mysql> create user 'snorby'@'localhost' IDENTIFIED BY 'PASSWORD123';

mysql> grant all privileges on snorby.* to 'snorby'@'localhost’' with grant
option;
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myslg> flush privileges;

myslg> exit

Edit Snorby's database.yml to use the new account (user: snorby / password: whatever-you-have-set):

sudo vi /var/www/html/snorby/config/database.yml

Run Snorby with:

sudo bundle exec rails server -e production

Navigate at http://192.168.1.5:3000 (or your IP) to test if Snorby is running but do not logging
yet. We will use Phusion Passenger, an application server module for Apache to launch Snorby. First
install prerequisites:

sudo apt-get install -y libcurl4-openssl-dev apache2-threaded-dev libaprutill-
dev libaprl-dev

Install the Passenger gem and the apache module (we don't install the Ubuntu repository version of
Phusion Passenger because it doesn't work well):

sudo gem install passenger

sudo passenger-install-apache2-module

The Phusion Passenger install wizard will start. Uncheck the Python language support (we only need
Ruby support) using the arrows and space bar, then use enter to continue through the menu options.

After compiling software, the wizard will finally tell you to copy some text to your Apache
configuration file. We don't want to do that because Apache now uses separate files for modules. We
do want the information that is printed, we will just use it slightly differently. Copy the six lines of text
that are shown, as you'll need them. Hit enter twice to exit the wizard. My install showed the following
(yours may be different):

LoadModule passenger_module /var/lib/gems/1.9.1/gems/passenger-
5.0.24/buildout/apache2/mod_passenger.so

<IfModule mod_passenger.c>
PassengerRoot /var/lib/gems/1.9.1/gems/passenger-5.0.24
PassengerDefaultRuby /usr/bin/rubyl.9.1

</IfModule>
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Create the file:

sudo vi /etc/apache2/mods-available/passenger.load

And paste the first line:

LoadModule passenger_module /var/lib/gems/1.9.1/gems/passenger-
5.0.24/buildout/apache2/mod_passenger.so

Create the file:

sudo vi /etc/apache2/mods-available/passenger.conf

And paste the two following lines:
PassengerRoot /var/lib/gems/1.9.1/gems/passenger-5.0.24

PassengerDefaultRuby /usr/bin/rubyl.9.1

Enable the Passenger module:
sudo a2enmod passenger

sudo service apache2 restart

and then verify that it loaded:

apache2ctl -t -D DUMP_MODULES

Create a website for Snorby:
sudo vi /etc/apache2/sites-available/snorby.conf
Insert the following:
<VirtualHost *:80>
ServerAdmin webmaster@localhost
ServerName snorby.sublimerobots.com
DocumentRoot /var/www/html/snorby/public
<Directory "/var/www/html/snorby/public">
AllowOverride all

Order deny,allow
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Allow from all
Options -MultiViews
</Directory>

</VirtualHost>

Now enable the new site, disable the default site, and reload Apache to see the new configurations:
cd /etc/apache2/sites-available/

sudo a2ensite snorby.conf

sudo service apache2 reload

cd /etc/apache2/sites-enabled

sudo a2dissite @00-default

sudo service apache2 reload

Now we need to tell Barnyard2 to output events to the Snorby database that we created above:

sudo vi /etc/snort/barnyard2.conf

Append at the end of the file and comment out the previous output we had inserted:

output database: log, mysql, user=snorby password=PASSWORD123 dbname=snorby
host=1ocalhost sensor_name=sensorl

Restart Barnyard?2 to load the new configuration:

sudo service barnyard2 restart

Snorby needs one service running for database maintenance (a Snorby worker daemon). We will
create an Upstart daemon for this task. First we need to create the startup script:

sudo vi /etc/init/snorby_worker.conf

with content:
description "Snorby Delayed Job"
stop on runlevel [!2345]

start on runlevel [2345]
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chdir /var/www/html/snorby
script
exec /usr/bin/ruby script/delayed_job start

end script

Now make the script executable, and tell Upstart that the script exists, and then verify that it installed
correctly:

sudo chmod +x /etc/init/snorby_worker.conf
initctl list | grep snorby worker

Note that this daemon will often list as stop/waiting, and that is ok, because of how it works.

Navigate at http://192.168.1.5 (or your IP).

Login with:
e-mail: snorby@example.com

password: snorby

Ping the snort machine as before. Verify that alerts are written in the database with:

mysgql -u snorby -p -D snorby -e "select count(*) from event"

Finally, run the following commands:
sudo touch /var/log/snort/barnyard2.waldo

sudo chown snort.snort /var/log/snort/barnyard2.waldo
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Appendix llI: v-Firewall Implementation

OVS Installation

sudo apt-get install openvswitch-switch

Switch PC - 3 nics
Switch setup

ovs-vsctl add-br br0

ovs -vsctl add-port brO eth0
ovs-vsctl add-port brO eth2

ovs-vsctl add-port brO eth3

Initialisation file.

#!/usr/bin/env bash

# SET PARAMETERS

lan_ip="10.0.1.0/24"
wan_ip="10.0.0.0/24"

openstack_router_mac_address="fa:16:3e:bd:5f:51"
capture_pc_lan_mac_address="78:2b:cb:93:b2:2b"
capture_pc_wan_mac_address="fc:3f:db:83:4d:17"

iface_con_lan_capture_pc="eth0"
iface_con_wan_capture_pc="eth2"
iface_con_openstack="eth3"

HEHHBHHBHH BB

function trimWhitespaces {
echo "$(echo -e "${1}" | tr -d '[[:space:]]")"
}

port_con_lan_capture_pc_id=$(ovs-ofctl dump-ports-desc br0 | grep $iface_con_lan_capture_pc |
awk -F "(" {print $1}")

port_con_wan_capture_pc_id=$(ovs-ofctl dump-ports-desc br0 | grep $iface_con_wan_capture_pc
| awk -F " (" "{print $1}")
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port_con_openstack_id=$(ovs-ofctl dump-ports-desc br0 | grep $iface_con_openstack | awk -F "("

Yprint $1}")

port_con_lan_capture_pc_id=$(trimWhitespaces $port_con_lan_capture_pc_id)
port_con_wan_capture_pc_id=$(trimWhitespaces $port_con_wan_capture_pc_id)
port_con_openstack_id=$(trimWhitespaces $port_con_openstack_id)

#Send packets from capture pc lan side to openstack
# in_port= {{ port-connected-lan-side-capture-pc }}
# nw_src= {{ lan-side-segment }}

# nw_dst= {{ wan-side-segment }}

# mod_dl_dst: {{ openstack-router-mac }}

# output: {{ port-connected-to-openstack }}
ovs-ofctl add-flow br0 priority=21,dl_type=0x800,\
in_port=3port_con_lan_capture_pc_id,\
nw_src=$lan_ip,nw_dst=%wan_ip,\
actions=mod_dI_dst:$openstack_router_mac_address,\
output:$port_con_openstack_id

#Send packets from openstack to capture pc wan side
# in_port= {{ port-connected-to-openstack }}

# mod_dl_dst: {{ capture-pc-wan-side-mac }}

# output: {{ port-connected-to-capture-pc-wan-side }}
ovs-ofctl add-flow br0 priority=21,dl_type=0x800,\
in_port=3$port_con_openstack_id,\
nw_src=$lan_ip,nw_dst=%wan_ip,\
actions=mod_dl_dst:$capture_pc_wan_mac_address,\
output:$port_con_wan_capture_pc_id

#Send packets from capture pc wan side to openstack
ovs-ofctl add-flow br0 priority=21,dl_type=0x800,\
in_port=3port_con_wan_capture_pc_id,\
nw_src=$wan_ip,nw_dst=$lan_ip,\
actions=mod_dI_dst:$openstack _router_mac_address,\
output:$port_con_openstack_id

#Send packets from openstack to capture pc lan side
ovs-ofctl add-flow br0 priority=21,dl_type=0x800,\
in_port=$port_con_openstack_id,\
nw_src=$wan_ip,nw_dst=$lan_ip,\
actions=mod_dI_dst:$capture_pc_lan_mac_address,\
output:$port_con_lan_capture_pc _id

Openstack — 1 nic
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br-ex modification file
#1/usr/bin/env bash
# SET PARAMETERS

lan_ip="10.0.1.0/24"
wan_ip="10.0.0.0/24"
fw_lan_ip="10.3.0.3"
fw_wan_ip="10.4.0.3"
ids_ip="192.168.1.135"

vswitch_to_openstack_mac_address="00:0d:88:53:36:e2"
T

function getPortldByIP {
source admin-openrc.sh
local iface_var=$(neutron port-list | awk -v ip=$2 -F "|" '$0 ~ ip {print $2}")

local iface_split=${iface_var:0:12}
local port_id=$(ovs-ofctl dump-ports-desc $1 | grep $iface_split | awk -F "(" '{print $1})

echo "$(echo -e "${port_id}" | tr -d '[[:space:]]")"
}

function trimWhitespaces {
echo "$(echo -e "${1}" | tr -d '[[:space:]]")"
}

phy _br_ex_id=$(ovs-ofctl dump-ports-desc br-ex | grep phy-br-ex | awk -F " (" "{print $1})
ex_br_proxy_id=$(ovs-ofctl dump-ports-desc br-ex | grep ex-br-proxy | awk -F "(* ‘{print $1}")
fw_lan_id=$(getPortldByIP br-ex $fw_lan_ip)

fw_wan_id=$(getPortldByIP br-ex $fw_wan_ip)

ids_id=3$(getPortldByIP br-ex $ids_ip)

phy_br_ex_id=$(trimWhitespaces $phy_br_ex_id)
ex_br_proxy_id=$(trimWhitespaces $ex_br_proxy_id)

# See Neutron L3 architecture description at:
http://docs.openstack.org/developer/neutron/devref/layer3.htmi
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# Sends packets entering openstack (**br-ex**) from any port to **br-int** (phy-br-ex -> int-br-ex)
bypassing L3 Agent

# nw_src = {{ capture-pc-lan-side-ip }}

# nw_dst = {{ capture-pc-wan-side-ip }}

# output: {{ ex-br-proxy }}, exits openstack from ex-br-proxy port

ovs-ofctl add-flow br-ex
priority=21,dl_type=0x800,nw_src=$lan_ip,nw_dst=$wan_ip,actions=output:$phy_br_ex_id

# Has lower priority than next rule so doesn't get used

ovs-ofctl add-flow br-ex
priority=22,dl_type=0x800,in_port=$phy_br_ex_id,nw_src=$lan_ip,nw_dst=$wan_ip,actions=dro
p

# Overrides above rule, sends packets from br-ex to the outside of openstack

#in_port = {{ phy-br-ex }}, enters phy-br-ex port

# nw_src = {{ capture-pc-lan-side-ip }}

# nw_dst = {{ capture-pc-wan-side-ip }}

# mod_dl_dst: {{ virtual-switch-mac-address }}

# output: {{ ex-br-proxy }}, exits openstack from ex-br-proxy port

ovs-ofctl add-flow br-ex
priority=23,dl_type=0x800,in_port=$phy_br_ex_id,nw_src=$lan_ip,nw_dst=%wan_ip,\
actions=mod_dl_dst:$vswitch_to_openstack_mac_address,output:$ex_br_proxy_id

# Sends packets entering openstack (**br-ex**) from any port to **br-int** (phy-br-ex -> int-br-ex)
bypassing L3 Agent

# nw_src = {{ capture-pc-wan-side-ip }}

# nw_dst = {{ capture-pc-lan-side-ip }}

# output: {{ ex-br-proxy }}, exits openstack from ex-br-proxy port

ovs-ofctl add-flow br-ex
priority=21,dl_type=0x800,nw_src=$wan_ip,nw_dst=$lan_ip,actions=output:$phy br_ex_id

# Has lower priority than next rule so doesn't get used

ovs-ofctl add-flow br-ex
priority=22,in_port=$phy_br_ex_id,dl_type=0x800,nw_src=$wan_ip,nw_dst=3$lan_ip,actions=dro
p

# Overrides above rule, sends packets from br-ex to the outside of openstack

# in_port = {{ phy-br-ex }}, enters phy-br-ex port

# nw_src = {{ capture-pc-wan-side-ip }}

# nw_dst = {{ capture-pc-lan-side-ip }}

# mod_dl_dst: {{ virtual-switch-mac-address }}

# output: {{ ex-br-proxy }}, exits openstack from ex-br-proxy port

ovs-ofctl add-flow br-ex
priority=23,in_port=$phy_br_ex_id,dl_type=0x800,nw_src=$wan_ip,nw_dst=$lan_ip,\
actions=mod_dI_dst:$vswitch_to_openstack_mac_address,output:$ex_br_proxy_id
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br-int modification file
# SET PARAMETERS

lan_ip=10.0.1.0/24
wan_ip=10.0.0.0/24
fw_lan_ip=10.3.0.3
fw_wan_ip=10.4.0.3
ids_ip=192.168.1.135

HEHBHHEHBH R

function getPortldBylIP {
source admin-openrc.sh
local iface_var=$(neutron port-list | awk -v ip=%$2 -F "|" '$0 ~ ip {print $2}")

local iface_split=${iface_var:0:12}
local port_id=$(ovs-ofctl dump-ports-desc $1 | grep $iface_split | awk -F "(" ‘{print $1})

echo "$(echo -e "${port_id}" | tr -d '[[:space:]]")"
}

function trimWhitespaces {
echo "$(echo -e "${1}" | tr -d '[[:space:]])"
}

int_br_ex_id=$(ovs-ofctl dump-ports-desc br-int | grep int-br-ex | awk -F "("* ‘{print $1}")
fw_lan_id=3$(getPortldByIP br-int $fw_lan_ip)

fw_wan_id=$(getPortldByIP br-int $fw_wan_ip)

ids_id=$(getPortldByIP br-int $ids_ip)

int_br_ex_id=$(trimWhitespaces $int_br_ex_id)

# See Neutron L3 architecture description at:
http://docs.openstack.org/developer/neutron/devref/layer3.htmi

# Mirrors traffic comming from br-ex to both firewall and ids vms

#in_port = {{ int-br-ex }}, enters int-br-ex port

# nw_src = {{ capture-pc-lan-side-ip }}

# nw_dst = {{ capture-pc-wan-side-ip }}

# output: {{ tap-firewall-lan-side }}, {{ tap-ids }} , exit through both firewall and ids ports
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ovs-ofctl add-flow br-int
priority=21,in_port=$int_br_ex_id,dl_type=0x800,nw_src=$lan_ip,nw_dst=3$wan_ip,actions=out
put:$fw_lan_id,output:$ids_id

# Send traffic exiting the firewall (wan inteface) vm to br-ex (phy-br-ex) through br-int (int-br-ex)
ovs-ofctl add-flow br-int
priority=21,in_port=$fw_wan_id,dl_type=0x800,nw_src=$lan_ip,nw_dst=%wan_ip,actions=outpu
t:$int_br_ex_id

# Mirrors traffic comming from br-ex to both firewall and ids vms

#in_port = {{ int-br-ex }}, enters int-br-ex port

# nw_src = {{ capture-pc-wan-side-ip }}

# nw_dst = {{ capture-pc-lan-side-ip }}

# output: {{ tap-firewall-wan-side }}, {{ tap-ids }} , exit through both firewall and ids ports
ovs-ofctl add-flow br-int
priority=21,in_port=3int_br_ex_id,dl_type=0x800,nw_src=$wan_ip,nw_dst=3$lan_ip,actions=out
put:$fw_wan_id

# Send traffic exiting the firewall (lan interface) vm to br-ex (phy-br-ex) through br-int (int-br-ex)
ovs-ofctl add-flow br-int priority=21,
in_port=%fw_lan_id,dl_type=0x800,nw_src=$wan_ip,nw_dst=$lan_ip,actions=output:$int_br_ex_
id

CHARISMA-D3.2-v1.0 Page 119 of 145



Appendix IV: Smart NIC card CLI example

Ingress port Configuration

The following CLI commands are responsible for the Ingress Ports management, including
configuration and display.

Show Ingress port configuration

Description: Show the configuration parameters of a specific or all Ingress Ports.
Level of the command:READ
Syntax: MEA port ingress show <port>[all

[wpl-al-c/-w]-w2]

[-d[-o]-]-n]

[-m[-v]-ul-s]

[-r]-k[-t]-IPv6 [

/ -rate | -g | -e [-user

| -cfm [ -td | -fi | -working

| -water_mark | -bonding | -ts1588

Parameters Description

port num | all Port Number or All ports

-3 Show RX admin status information

-C Show CRC check enable status information
-p Show protocol parameters

-w Show Wildcard parameters

-w2 Show Wildcard2 parameters

-d Show forward only to specific Destination Address parameters
-0 Show network OAM

-r Show PPP Protocol Logic

-/ Show network L2CP enable

-n Show network L2CP actions

-m Show Ingress MTU

-V Show untagged support

-u Show Utopia Mode

-S Show port speed

-k Show default SID

-t Show LAG (Trunk) port

-rate Show port policer (rate metering)
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-g Show IP priority type (TOS/DSCP/Precedence)
-e Show mapping profile
-user Show user permission to access the parser
-IPv6 Show IPv4 & IPv6 state
-cfm Show CFM OAM information
-td Show if unmatched packets are been sent to CPU
-fi Show filter interface key
-working Show ingress fifo working modes
-water_mark Show ingress fifo water mark level
-bonding Show bonding group configuration
Examples
NIC >> MEA port ingress show all —p
Port Protocol cos ip col
aw awaw
48 VLAN YES NO NO
72 VLAN YES NO NO
125 VLAN YES NO NO
126 VLAN NO NO YES
127 VLAN NO NONO

Set Ingress port configuration
Description: Configure a specific Ingress Port.
Level of the command: WRITE

Syntax: MEA port ingress set <port> [-a/-c/-p/-w/[-w2 [-d/-I[-n[-0/-r]-m[-v/-u[-s]-g] -rate/-
e/-IPv6/-k/-t/-user/-fi/-td[-cfm | -working/ -water_mark/ -bonding]

Parameters Description

Port Port Number
-a RX admin status
<rx_enable> - Disable: 0 / Enable: 1
-C CRC check enable status
<crc_check_enable> - Disable: 0 / Enable: 1
-p protocol configuration
<protocol> Set Protocol info
TRANS-0
VLAN-1
QTAG-2
MARTINI-3
Reserved -4
EoLLCoATM - 5
IP-6
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IPoVlan - 7
IPOEOLLCOATM — 8
PPPOEOLLCOATM -9
EoVCMUXoATM - 10
IPOLLCOATM - 11
IPOVCMUX0ATM — 12
PPPOLLCOATM — 13
PPPoVCMUXoA — 14
PPPOEOVCMUX0ATM — 15
Protocol Base VLAN/ EtherType — 16
Qtag outer vlan -17
<cos_aw> Class Of Service awareness (classification by VLAN Priority

):
Disable: 0 / Enable: 1
<ip_aw> IP awareness (classification by ToS/DSCP/Precedence ):
Disable: 0 / Enable: 1
<col_aw> Color awareness (classification by CFI bit)
Disable: 0 / Enable: 1
-w Wildcard info
<Net Mask V> - Network tag Mask Valid (Disable:0,Enable: 1)
<Net Mask> - Network tag Mask (5 hex digits - 20 bits)
<Pri Mask V> - Priority Mask Valid (Disable:0,Enable: 1)
<Pri Mask> - Priority Mask (1 hex digit - 3 bits)
<SP Mask V> - Source port Mask Valid (Disable:0,Enable: 1)
<SP Mask> - Source port Mask (2 hex digits - 7 bits)
-w2 (Wildcard?2 info)
<I2type Mask V> - |2type protocol Mask Valid (0 or 1)
<I2type Mask> - I2type protocol ( hex digits - 5 bits)
<Net2 Mask V> - Network2  Mask Valid (0 or 1)
<Net2 Mask> - Network2  Mask ( hex digit - 24 bits)
-d forward only specific DA
<fwd_only_DA_valid> - Disable:0,Enable: 1
<fwd_only_DA_value> - The DA that will be allowed to fwd
<fwd_only_DA_offset> - The DA offset in packet

-/ Enabling/Disabling Network L2CP
<network_L2CP_action_valid> - network L2CP action
(Disable:0,Enable: 1)

-n Network L2CP action table for this port

<net_L2CP_action0 .. net L2CP_action63 > - Net L2CP Action
(X=0..63) (0=PEER,1=CPU,3=DISCARD)

-0 Network OAM info

<0OAM_location> - 0-Disable, 1- First, 2 - Second, 3 - both
<net_OAM_L2CP_Suffix> - OAM L2CP Table Suffix # (0 .. 63)
<net_OAM_EthType> - OAM Eth Type (4 hex digits)

-r Protocol Logic

<PPP Logic>-Enable to parse the PPP Protocol session ID
(Disable:0, Enable: 1)

<PPP Protocol Mask> - Mask the third Packet ETYPE with 0x8000,
enables to trap in case of PPP termination all PPP control protocols.
Exact Match (0) or MSB only (1)

-m Ingress MTU information

<Ingress MTU> - Ingress Max Packet Size up to 16Kbyte
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-V Untag support (pvid)

<Default net_tag_value> - 4 hex digits of default ID , Color, priority
(used in Untagged)

<allowed tagged> - allowed (1) / not allowed (0)

<allowed untagged> - allowed (1) / not allowed (0)

-u Utopiacell mode option

<mode> - 1 - Cell Mode, 0 = Packet Mode
-S Port speed ( relevant only for Giga ports)

<speed> - 0 — 1000 Mbps, 1 - 100Mbps, 2 - 10Mbps
-g IP priority type

<ippri type> - 0-Precedence, 1-TOS, 2-DSCP

-e Assign mapping profile

<mapping enable> - 0-Disable, 1- Enable

<mapping profile> - 1 or 2

-IPv6 <Disable | Enable | IPv4 & IPv6> - 0-Disable, 1-Enable, 2-IPv6 & IPv4
-k Assign Default service and action

<action> - Discard-0, Default SID-2

<default sid> - Default service ID

-t Trunk (LAG) option

<valid> - 0-Disable, 1- Enable

<value> - Assign Logical source port number

-rate rate metering option

<type> - 0- MC, 1- BC, 2- UNICAST, 3- UNKOWN, 4-TOTAL
<enable_metering> - 0-Disable, 1- Enable

<cir> - CIR in bps

<eir> - EIR in bps

<cbs> - 0 - 32k byte

<ebs> - 0 - 32k byte

<coupling> - 0-Disable, 1- Enable

<color aware> - 0-Disable, 1- Enable

<overhead> - value 0:63

-user Change User authorization to access the parser
0-Disable, 1-Enable
-fi Filter interface key
<filter type > 0= src port 1= sid
-td (unmatch send to CPU)
<valid> - 0 - disable / 1 - enable
-cfm <Qtag> allowed cfm packet type gtag( O - Disable, 1-Enable)

<tag> allowed cfm packet type tag (0 - Disable, 1-Enable)
<untag> allowed cfm packet type tag (0 - Disable, 1-Enable)
-working (set the ingress fifo parameters)

<wotking_mode> 0 - chunk / 1 - store and forward
<fragment> 0 - disable / 1 - enable

<pause> 0 - disable / 1 - enable
-water_mark (set ingress fifo parameter)

<water high><water low>
-bonding (set port to bonding group)

<valid> 0 -disable /1 - enag
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| | <groupld> value of groupld (1:16)

Examples

-set 0-p5000
-set 0-p9111
-set125-p0000
-set125-p1111

-set 0 -rate 0 1 5000000 0 32000 0 0 0 20
-set 0 -rate 312000000 0 32000 00 0 20
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Appendix V: NETCONF

NETCONF can be conceptually partitioned into four layers: Secure transport protocol, Messages, Operations
and Content:

e The Transport protocol layer provides a communication path between the client and the server.
NETCONTF can be layered over any transport protocol that provides a set of basic requirements such
as connection-oriented operation, authentication, integrity and confidentiality.

e The Messages layer provides a simple, transport-independent framing mechanism for encoding RPC
messages:

o <rpc>: corresponds to SNMP Protocol Data Units/PDUs: Set, Get, GetNext, GetBulk
o <rpc-reply>: corresponds to SNMP PDU: Get-Response
o <notification>: corresponds to SNMP PDU: Trap.

o The Operations layer defines a set of base operations invoked as RPC methods with XML- encoded

parameters. Base protocol operations are:

1) Get: Retrieve config and/or state data.

2) Get-config: Retrieve some or all of a configuration datastore.

3) Edit-config: Modifies a configuration data store.

4) Copy-config: Copy contents from/to a configuration datastore.
5) Delete-config: Remove all contents of a configuration datastore.
6) Lock: Start exclusive write access of a datastore.

7) Unlock: Stop exclusive write access of a datastore.

8) Close-session: Cause your session to close.

9) Kill-session: Force another session to close.

The Content layer is outside the scope on NETCONF protocol and data models have been
standardized separately.

Layer Example
Content Configuration Data Notification Data
] |
Operations <edit-config>, ...
| ]
Messages <rpc>, <rpc-reply> <notification>
| ] |
Secure
Transport SSH, TLS, (BEEP/TLS), (SOAP/HTTP/TLS), ...

Figure 30 NETCONF Layers
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Appendix VI: Basics of OpenFlow protocol

Flow Table

A flow table consists of flow entries in the form of:

Match | Instructions | Counters | Timeouts Priority Cookie Flags
Fields

Figure 31 Flow Table Entry
Each flow entry contains:

e Match fields: To match against packets. These consist of the ingress port and packet headers. Packet
headers can be source and destination MAC address, S-VLAN or C-VLAN IDs (differentiated by their
ethertype, 0x8100 for C-VLAN and 0x88a8 for S-VLAN), VLAN priority, MPLS label, MPLS traffic class,
IP source and destination both for IPv4 and IPv6, TCP and UDP source and destination as well as
others.

e Instructions: Describe the OpenFlow processing that happens when a packet matches the flow entry.
There are various instruction types.

e Meter meter_id: Directs packet to the specified meter.
o Apply-Actions: Applies the specific actions immediately without any change to the action set. The
actions in an action set are applied in the following order:
1. Copy TTL inwards: apply copy TTL inward to the packet.

Pop tag: apply all tag pop actions to the packet.

Push MPLS: apply MPLS tag push action to the packet.

Push PBB: apply PBB tag push action to the packet.

Push VLAN: apply VLAN tag push action to the packet.

Copy TTL outwards: apply copy TTL outwards action to the packet.

Set: apply all set-field actions to the packet.

QoS: apply all QoS actions, such as set_queue to the packet.

Group: if a group action is specified, apply the actions of the relevant group bucket(s)

L NV WN

in the order specified by this list.
10. Output: if no group action is specified, forward the packet on the port specified by the
output action.
e (lear Action: Clears all the actions in the action set immediately.
e Write action: Merges the specified set of actions into the current action set.
e Write-Metadata/mask: Writes the masked metadata value into the metadata field
e Goto-Table next-table-id: Indicates the next table in the processing pipeline.

e Counters: Updated when packets are matched.

o Timeouts: Maximum amount of time or idle time before a flow is expired by the switch.

e Cookie: Opaque data value chosen by the controller. May be used by the controller to filter flow
entries affected by flow statistics, flow modification and flow deletion requests. Not used when
processing packets.

e Flags: Flags alter the way flow entries are managed; for example the flag OFPFF_SEND_FLOW_REM
informs the controller about the removal of a flow entry.
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Every flow table must support a table-miss flow entry to process table misses. The table-miss entry specifies
how to process packets unmatched by other flow entries. The table-miss flow entry is identified by its match
and its priority (it wildcards all match fields, i.e. all fields are omitted) and has the lowest priority (0).

Group Table

A Group Table consists of group entries. An OpenFlow group is an abstraction that facilitates more complex
and specialised packet operations that cannot easily be performed through a flow table entry. The ability for
a flow entry to point to a group enables OpenFlow to represent several additional methods of forwarding.

Each group entry contains:

e Group identifier: a 32 bit unsigned integer uniquely identifying the group.
e Group type: to determine group semantics.

e Counters: updated when packets are processed by a group.

e Action buckets: a set of actions in a group.

Group ldentifier Group Type Counters Action Buckets

Figure 32 Group Table Entry

There are various group types: indirect, all, select and fast failover. We will focus on Fast Failover group type
in order to support high availability. Fast Failover group type executes the first live bucket!. Each action
bucket is associated with a specific port and/or group that controls its liveness. The buckets are evaluated in
the order defined by the group and the first bucket which is associated with a live port is selected. This group
type enables the switch to change forwarding without requiring a round trip to the controller. There is no
guarantee on the transition time to select a new bucket when a failure occurs. The transition time is
dependent on the search time to find the state of a watch port and on the switch implementation. However,
the motivation behind using a fast-failover group is that it is guaranteed to be quicker than consulting the
control plane to handle the port down event and inserting a new flow or set of flows. We are going to use
this concept in order to deliver high availability.

Meter Table

A meter table consists of meter entries, defining per flow meters. Per-flow meters enable OpenFlow to
implement various QoS operations, such as rate limiting. A meter measures the rate of packets entering the
meter and enables control of the rate of those packets. Meters are attached directly to flow entries as
opposed to queues which are attached to ports.

Each meter entry contains:

o Meter identifier: a 32 bit unsigned integer uniquely identifying the meter.

e Meter bands: an unordered list of meter bands, where each meter band specifies the rate of the
band and the way to process the packet.

e Counters: updated when packets are processed by a meter.

Meter bands

1 https://floodlight.atlassian.net/wiki
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Each meter may have one or more meter bands. Each band specifies the rate at which the band applies and
the way packets should be processed. Packets are processed by a single meter band based on the current
measured rate. The meter applies the meter band with the highest configured rate that is lower than the
current measured rate. If the current rate is lower than any specified meter band rate, no meter band is

applied.?

Band Type Rate Burst Counters Type specific
arguments

Figure 33 Meter Band Entry

Main components of a meter band in a meter entry are:

e Band type: defines how packets are processed.

e Rate: Used by the meter to select the meter band, defines the lowest rate at which the band can

apply.
e Burst: defines the granularity of the meter band.

e Counters: updated when packets are processed by a meter band.

e Type specific arguments: some band types have optional arguments.

We are going to use the functionality of OpenFlow meters in order to deliver policing — traffic limiting.

OpenFlow Messages

The OpenFlow switch protocol supports three message types: “Controller-to-Switch”, “Asynchronous” and
“Symmetric”, each with multiple sub-types. The OpenFlow channel between the switch and the controller
may be run directly over TCP or it can be encrypted using TLS.

e Controller-to-Switch

Controller-to-Switch messages are initiated by the controller and may or may not require a response
from the switch.

O

Features: The controller may request the identity and the basic capabilities of a switch by sending
a features request. The switch must respond with a features reply that specifies the identity and
basic capabilities of the switch.

Configuration: The controller is able to set and query configuration parameters in the switch.
The switch only responds to a query from the controller.

Modify-State: Modify-State messages are sent by the controller to manage the state of the
switch. Their primary purpose is to add, delete and modify flow/group entries in the OpenFlow
tables and to set switch port properties. We are going to use flow, group and meter modification
messages, in order to provide multi-tenancy, high availability and traffic limiting.

Read-State: Read-state messages are used by the controller to collect various information from
the switch, such as current configuration, statistics and capabilities.

Packet-out: These are used by the controller to send packets out of a specified port on the switch,
and to forward packets received via Packet-in messages. Packet-out messages must contain a
full packet or a buffer ID referencing a packet stored in the switch.

2 http://www.brocade.com/content/html/en/configuration-guide/fastiron-08040a-sdnguide/GUID-A2A9C234-C9F1-

4CCE-AC1A-5087CE46106C.html
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o Barrier: Barrier request/reply messages are used by the controller to ensure message
dependencies have been met or receive notifications for completed operations.

o There are also other requests such as “Role—Request” and “Asynchronous-Configuration”
messages which are used when a switch connects to multiple controllers.

e Asynchronous

Asynchronous messages are sent without a controller soliciting them from a switch. Switches send
asynchronous messages to controllers to denote a packet arrival, switch state change or error. The four
main asynchronous message types are described below.

o Packet-in: Transfer the control of a packet to the controller. For all packets forwarded to the
CONTROLLER reserved port using a flow entry or the table-miss flow entry, a packet-in event is
always sent to the controller.

o Flow-Removed: Inform the controller about the removal of a flow entry from a flow table. Flow-
Removed messages are only sent for flow entries with OFPFF_SEND_FLOW_REM flag set. They
are generated as the result of a controller flow delete request or the switch flow expiry process
when one of the flow timeouts is exceeded.

o Port-Status: Inform the controller of a change on a port. The switch is expected to send port-
status messages to controllers as port configuration or port state status changes. These events
include change in port configuration events, for example if it was brought down directly by a user
and port state change events, for example if the link went down.

o Error: The switch is able to notify controllers of problems using error messages.

e Symmetric

Symmetric messages are sent without solicitation, in either direction.

o Hello: Hello messages are exchanged between the switch and controller upon connection startup.

o Echo: Echo request/reply messages can be sent from either the switch or the controller and must
return an echo reply. They are mainly used to verify the liveness of a controller-switch connection
and may measure its latency or bandwidth.

There are also “Experimenter” messages which can provide additional functionalities within the
OpenFlow message type space.
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Appendix VII: EPC & eNB Configuration files

Mobility Management Entity (MME) configuration

Open Air Interface (OAl) software provides a file for the configuration of the MME. This file allows the
configuration of the PLMN (MCC, MNC, TAC) and the IP addresses of the MME interfaces (S1-MME).

WA A A A A A A A A A A

FHHHHHHH

# Licensed to the OpenAirInterface (OAI) Software Alliance under one or
more

# contributor license agreements. See the NOTICE file distributed with

# this work for additional information regarding copyright ownership.
# The OpenAirInterface Software Alliance licenses this file to You under

# the Apache License, Version 2.0 (the "License"); you may not use this
file
# except in compliance with the License.

You may obtain a copy of the License at
http://www.apache.org/licenses/LICENSE-2.0

Unless required by applicable law or agreed to in writing, software
distributed under the License is distributed on an "AS IS" BASIS,

# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or
implied.

# See the License for the specific language governing permissions and
# limitations under the License.

#
#
#
#
#
#

# _______________________________________________________________________
# For more information about the OpenAirInterface (OAI) Software
Alliance:
# contact@openairinterface.org
FHAF A A ARt dddHHH 4444
FHAFHHHH
MME
{

RUN_MODE = "TEST";
# ALLOWED VALUES: "TEST", "OTHER"

REALM = "openair4G.eur";

# YOUR REALM HERE
# Define the limits of the system in terms of served eNB and served

UE.

# When the limits will be reached, overload procedure will take
place.

MAXENB = 2;

MAXUE = 16;

RELATIVE CAPACITY = 10;

EMERGENCY ATTACH SUPPORTED = "no";

UNAUTHENTICATED_IMSI_SUPPORTED = "no";

# EPS network feature support

EPSiNETWORKiFEATUREisUPPORT71M87VOICE70VER7P878ESSIONiINisl =
"no"; # DO NOT CHANGE

EPS_NETWORK_FEATURE_SUPPORT_EMERGENCY_BEARER_SERVICES_IN_Sl_MODE =
"no"; # DO NOT CHANGE

EPS NETWORK FEATURE SUPPORT LOCATION SERVICES VIA EPC =
"no"; # DO NOT CHANGE
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EPS NETWORK FEATURE SUPPORT EXTENDED SERVICE REQUEST =
"no"; # DO NOT CHANGE

# Display statistics about whole system (expressed in seconds)
MME STATISTIC TIMER = 10;

IP CAPABILITY = "IPV4Ve";
# UNUSED, TODO

INTERTASK INTERFACE
{
# max queue size per task
ITTI QUEUE SIZE = 2000000;

b

S6A
{

S6A CONF =
"/usr/local/etc/oai/freeDiameter/mme fd.conf"; # YOUR MME freeDiameter
config file path

HSS HOSTNAME = "hss";

# THE HSS HOSTNAME

i
# - SCTP definitions
# Number of streams to use in input/output

SCTP_INSTREAMS = 8;
SCTP_OUTSTREAMS 8;

i ===e=== S1AP definitions

# outcome drop timer value (seconds)
S1AP OUTCOME TIMER = 10;

I MME served GUMMEIs
# MME code DEFAULT size = 8 bits
# MME GROUP ID size = 16 bits
GUMMEI_LIST =
{MCC="208" ; MNC="92"; MME_GID="4" ; MME_CODE="1"; }
# YOUR GUMMEI CONFIG HERE
) ;

# —————— MME served TAIs

# TA (mcc.mnc:tracking area code) DEFAULT = 208.34:1
# max values = 999.999:65535

# maximum of 16 TAIs, comma separated

# !'!! Actually use only one PLMN
TAI LIST = (
{MCC="208" ; MNC="92"; TAC = "1"; }

# YOUR TAI CONFIG HERE
)

NAS
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# 3GPP TS 33.401 section 7.2.4.3 Procedures for NAS algorithm
selection

# decreasing preference goes from left to right

ORDERED SUPPORTED INTEGRITY ALGORITHM LIST = [ "EIA2" , "EIAl" ,
"EIAO" ];

ORDERED SUPPORTED CIPHERING ALGORITHM LIST = [ "EEAQ" , "EEAl" ,
"EEA2" ];

# EMM TIMERS

# T3402 start:

# At attach failure and the attempt counter is equal to 5.

# At tracking area updating failure and the attempt counter is
equal to 5.

# T3402 stop:

# ATTACH REQUEST sent, TRACKING AREA REQUEST sent.

# On expiry:

# Initiation of the attach procedure, if still required or TAU
procedure

# attached for emergency bearer services.

T3402 = 1
# in minutes (default is 12 minutes)

T3412 start:
In EMM-REGISTERED, when EMM-CONNECTED mode is left.
T3412 stop:
When entering state EMM-DEREGISTERED or when entering EMM-
mode.
On expiry:
Initiation of the periodic TAU procedure if the UE is not
attached for
# emergency bearer services. Implicit detach from network if the

CONNECTE

H=oH O W H S

UE is
# attached for emergency bearer services.
T3412 = 54
# in minutes (default is 54 minutes, network dependent)

# ESM TIMERS

T3485 = 8
# UNUSED in seconds (default is 8s)

T3486 = 8
# UNUSED in seconds (default is 8s)

T3489 = 4
# UNUSED in seconds (default is 4s)

T3495 = 8

# UNUSED in seconds (default is 8s)
Y

NETWORK_INTERFACES
{

# MME binded interface for S1-C or S1-MME communication (S1AP),
can be ethernet interface, virtual ethernet interface, we don't advise
wireless interfaces

MME INTERFACE NAME FOR S1 MME
# YOUR NETWORK CONFIG HERE

MME IPV4 ADDRESS FOR S1 MME
# YOUR NETWORK CONFIG HERE

"ethO";

"192.168.12.62/24";

# MME binded interface for S11 communication (GTPV2-C)
MME INTERFACE NAME FOR S11 MME = "lo";
# YOUR NETWORK CONFIG HERE

CHARISMA -D3.2 -v1.0

Page 132 of 145



MME IPV4 ADDRESS FOR

# YOUR NETWORK CONFIG HERE
MME PORT FOR S11 MME
# YOUR NETWORK CONFIG HERE
i

LOGGING

{
# OUTPUT choice in {
port num "}

# ‘path to file' must start with '.'
# if TCP stream choice,

the remote or local host:
OUTPUT

nc

# THREAD SAFE choice

S11_MME = "127.0.11.1/8";
= 2123;
"CONSOLE", "'path to file'™, " IPv4@ : TCP

or l/l
then you can easily dump the traffic on

-1 "TCP port num > received.txt
"CONSOLE";
in { "yes", "no" } means use of thread safe

intermediate buffer then a single thread pick each message log one

# by one to flush it to the chosen output

THREAD SAFE = "yes";

# COLOR choice in { "yes", "no" } means use of ANSI styling
codes or no

COLOR = "yes";
# TODO

# Log level choice in { "EMERGENCY", "ALERT", "CRITICAL",
"ERROR", "WARNING", "NOTICE", "INFO", "DEBUG", "TRACE"}

SCTP_LOG LEVEL = "TRACE";

S11 LOG_LEVEL = "TRACE";

GTPV2C LOG LEVEL = "TRACE";

UDP_LOG_ LEVEL = "TRACE";

S1AP LOG_LEVEL = "TRACE";

NAS LOG LEVEL = "TRACE";

MME APP LOG LEVEL = "TRACE";

S6A LOG_LEVEL = "TRACE";

UTIL LOG LEVEL = "TRACE";

MSC_LOG_LEVEL = "ERROR";

ITTI LOG LEVEL = "ERROR";

# ASN1 VERBOSITY: none, info, annoying

# for S1AP protocol

ASN1 VERBOSITY = "none";

bi
}i
S-GW
{
# S-GW binded interface for S11 communication (GTPV2-C), if none

selected the ITTI message interface is used

SGW_IPV4 ADDRESS FOR S11
# YOUR NETWORK CONFIG HERE

}i

"127.0.11.2/8";
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S-GW and P-GW configuration

A separate file allows the configuration of P-GW and S-GW running in the EPC. The following file provides an
example configuration of these two entities. Through this file, the IP addresses of the P-GW and S-GW
interfaces can be set and the poll of addresses assigned to User Equipment connected to the LTE network.

WA A A A A A A A A A A

FHHHHHHH

# Licensed to the OpenAirInterface (OAI) Software Alliance under one or
more

# contributor license agreements. See the NOTICE file distributed with

# this work for additional information regarding copyright ownership.
# The OpenAirInterface Software Alliance licenses this file to You under

# the Apache License, Version 2.0 (the "License"); you may not use this
file
# except in compliance with the License.

You may obtain a copy of the License at
http://www.apache.org/licenses/LICENSE-2.0

Unless required by applicable law or agreed to in writing, software
distributed under the License is distributed on an "AS IS" BASIS,

# WITHOUT WARRANTIES OR CONDITIONS OF ANY KIND, either express or
implied.

# See the License for the specific language governing permissions and
# limitations under the License.

#
#
#
#
#
#

# For more information about the OpenAirInterface (OAI) Software
Alliance:
# contact@openairinterface.org
i E eI LS LIS LTSS EEEE AT EEEEEEEEEEEEEEEEEEEEEEEEEEEEEEES
FHEHHHHH
S-GW
{
NETWORK_INTERFACES
{
# S-GW binded interface for S11 communication (GTPV2-C), if none
selected the ITTI message interface is used
SGW_INTERFACE NAME FOR S11 = "lo";
# YOUR NETWORK CONFIG HERE
SGW_IPV4 ADDRESS FOR S11
# YOUR NETWORK CONFIG HERE

"127.0.11.2/8";

# S-GW binded interface for S1-U communication (GTPV1-U) can be
ethernet interface, virtual ethernet interface, we don't advise wireless

interfaces
SGW_INTERFACE NAME FOR S1U S12 S4 UP = "eth0";
# YOUR NETWORK CONFIG HERE, USE "lo" if S-GW run on eNB host
SGW_IPV4 ADDRESS FOR S1U S12 S4 UP = "192.168.12.62/24";
# YOUR NETWORK CONFIG HERE
SGW_IPV4 PORT FOR S1U S12 S4 UP = 2152;

# PREFER NOT CHANGE UNLESS YOU KNOW WHAT YOU ARE DOING

# S-GW binded interface for S5 or S8 communication, not
implemented, so leave it to none

SGW_INTERFACE NAME FOR S5 S8 UP
# DO NOT CHANGE (NOT IMPLEMENTED YET)

SGW _IPV4 ADDRESS FOR S5 S8 UP = "0.0.0.0/24";

# DO NOT CHANGE (NOT IMPLEMENTED YET)

"none";
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i

INTERTASK INTERFACE
{

# max queue size per task

ITTI QUEUE SIZE = 2000000;
bi
LOGGING
{
# OUTPUT choice in { "CONSOLE", " 'path to file'", " 'IPv4@ : TCP
port num "}
# ‘path to file' must start with '.' or '/'

# 1if TCP stream choice, then you can easily dump the traffic on
the remote or local host: nc -1 "TCP port num > received.txt
OUTPUT = "CONSOLE";

# THREAD SAFE choice in { "yes", "no" } means use of thread safe
intermediate buffer then a single thread pick each message log one
# by one to flush it to the chosen output

THREAD_SAFE = "yes";

# COLOR choice in { "yes", "no" } means use of ANSI styling
codes or no

COLOR = "yes";
# TODO

# Log level choice in { "EMERGENCY", "ALERT", "CRITICAL",
"ERROR", "WARNING", "NOTICE", "INFO", "DEBUG", "TRACE"}

UDP_LOG_LEVEL = "TRACE";

GTPVlU_LOG_LEVEL = "TRACE";

GTPVZC_LOG_LEVEL = "TRACE";

SPGW APP LOG LEVEL = "TRACE";

S11 LOG LEVEL = "TRACE";

Y

Y
P-GW =

NETWORK_INTERFACES
{
# P-GW binded interface for S5 or S8 communication, not
implemented, so leave it to none
PGW_INTERFACE NAME FOR S5 S8 = "none";
# DO NOT CHANGE (NOT IMPLEMENTED YET)
PGW_IPV4 ADDRESS FOR_ S5 S8
# DO NOT CHANGE (NOT IMPLEMENTED YET)

"0.0.0.0/24";

# P-GW binded interface for SGI (egress/ingress internet
traffic)

PGW INTERFACE NAME FOR SGI
# YOUR NETWORK CONFIG HERE

PGW_IPV4 ADDRESS FOR SGI = "192.168.12.62/24";
# YOUR NETWORK CONFIG HERE

PGW MASQUERADE SGI
# YOUR NETWORK CONFIG HERE

3

"eth0";

"yeS";

# Pool of UE assigned IP addresses
IP ADDRESS POOL
{

CHARISMA -D3.2 -v1.0 Page 135 of 145



IPV4 LIST = (
"192.172.0.0/24",
# YOUR NETWORK CONFIG HERE
"192.172.1.0/24"
# YOUR NETWORK CONFIG HERE
)
) 2

# DNS address communicated to UEs

DEFAULT DNS IPV4 ADDRESS "192.168.106.12";
# YOUR NETWORK CONFIG HERE

DEFAULT DNS SEC_IPV4 ADDRESS
# YOUR NETWORK CONFIG HERE

"192.168.12.100";

# Non standard feature, normally should be set to "no", but you may
need to set to yes for UE that do not explicitly request a PDN address
through NAS signalling

FORCE PUSH PROTOCOL CONFIGURATION OPTIONS = "yes";

UE MTU = 1428;

}i

HSS database management

Through phpMyAdmin the configuration and management of the HSS database is possible. PLMN, user
identification, radio path ciphering and integrity protection are parameters that can be configured related
to the user subscription information.

oal-epc-1 New Code Clone [Running] - Oracle VM VirtualBox

5 127.0.0.1 / localhost / oai_db / users | phpMyAdmin 4.0.10deb1 - Mozilla Firefox

5 &, 127.0.0.1 /localhost... x Yl

E € 127.0.0.1 3 "8 9 3 A S =
= E php [l Server focalhost » @ Datsbase: o db » BB Table- users, = 8
s = S iialon e il sl b i e el s st it o iz
v ‘ (Recent tal bt
-, (Recent tables) ) Profiling [ inline ] [ Edit ]{ Explain SQL 1{ Craate PHP Code ][ Refresh ]
¥, mysql ,
- - R o] showall > > | show: Statiow 30 Number of rows: | 30 Headers every | 100 rows
) oyt
P 4] mmeidentity
N %] pdn + Options
oY | 52 e .
“ terminal-info bisetastom =
4 users
L e o
E Sl & . phpmyadmin
q’ 570 Dilake 2083413450700 | S0USG1234567 | 35000204700 NULL | PURGED 50| 740000000| 100000000 a7 0000 1 2bdd
5 FpemRG— sseooznrozes]  mu unced 120]  socoueco| 0o 7 anooooo0 2t
) E] by @ Delete 001010123456789 | 33600101780 | 35609204079298  NULL PURGED 120| 50000000 100000000 470000000000 1/0001
™. e THaon]| - Lo ruma 20| 30000003 30000000 ] coooaonced looat
/ 0000000002 33638050002 | 35609204079502 NULL PURGED 120 50000000 100000000 470000000000 1 8baf
te 208950000000003 33638050003 |35609204079503  NULL PURGED 120| 50000000| 100000000 47| 0000000000 1 8baf
2 NULL PURGED 50000000 100000000 47 0000000000 1 8baf
)5 33638050005 |35609204079505  NULL PURGED 120 50000000 100000000 47, 0000000000 1 8baf
33638050001 35609204079501 NULL PURGED 50000000 100000000 47 0000000000 1 8baf
06| 33638050006 | 35 9506 NULL PURGED 120, 50000000 100000000 47, 0000000000 1 8baf
09202079507 NULL PURGED 120, 50000000 100000000 470000000000 1 Bbaf
D00 NULL PURGED 120 50000000 47 0000000000 1 8baf
33638030003 35609204079303 NULL PURGED 120 50000000 1 47 0000000000 1 8baf
04| 33638030004 NULL PURGED 120/ 50000000| 100000000 1 8baf
33638030005 35 NULL PURGED 120 000000 1 gbaf
06 | 33638030006 100000000 1 8baf
100000000 1 sbaf
L]
- 20 000| 100000000 = o

Boo@ial @ @rightctd

eNodeB (eNB) management and configuration

A file for the configuration of the eNodeB is provided by OAIl software. Parameters related to the function of
the eNB can be configured through this file. For example, the configuration of the PLMN (MCC, MNC, TAC),
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the IP address of the MME and physical parameters such as downlink frequency bands, power, TX/RX gain,

etc.
Active eNBs = ( "eNB Eurecom LTEBox");
# Asnl verbosity, choice in: none, info, annoying
Asnl verbosity = "none";
eNBs =

(
{

////////// Identification parameters:

eNB ID = 0xe00;
cell type = "CELL MACRO ENB";
eNB name = "eNB Eurecom LTEBox";

// Tracking area code, 0x0000 and Oxfffe are reserved values

tracking area code = "1";
mobile country code = "208";
mobile network code = "92";

////////// Physical parameters:

component carriers = (
{

frame type
tdd config
tdd config s
prefix type
eutra band
downlink frequency

2680000000L;
uplink frequency offset
Nid cell
N RB DL
Nid cell mbsfn
nb antennas tx
nb antennas rx
tx gain
rx _gain
prach root
prach config index
prach high speed
prach zero correlation
prach freq offset
pucch delta shift
pucch nRB CQI
pucch nCS AN
pucch nl AN
pdsch referenceSignalPower
pdsch p b
pusch n SB
pusch enable64QAM
pusch hoppingMode

"interSubFrame";
pusch hoppingOffset
pusch groupHoppingEnabled
pusch groupAssignment

= "FDD";

3z
0;
"NORMAL" ;
T

= -120000000;

0;
25;
0;
1g

"DISABLE";

0;
"ENABLE" ;
0;
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pusch sequenceHoppingEnabled = "DISABLE";

pusch nDMRS1 = 1;

phich duration = "NORMAL";
phich resource = "ONESIXTH";
srs_enable = "DISABLE";

/* srs_ BandwidthConfig =;
srs_SubframeConfig =;
srs_ackNackST ;

srs_MaxUpPts =;*/
pusch pO Nominal = =90¢
pusch alpha = "AL1";
pucch pO Nominal = =96¢
msg3 delta Preamble =6
pucch deltaF Formatl = "deltaF2";
pucch deltaF Formatlb = "deltaF3";
pucch deltaF Format2 = "deltaFO0";
pucch deltaF Format2a = "deltaFO0O";
pucch deltaF Format2b = "deltaF0";
rach numberOfRA Preambles = 64;
rach preamblesGroupAConfig = "DISABLE";
/%
rach sizeOfRA PreamblesGroupA =
rach messageSizeGroupA = 3
rach messagePowerOffsetGroupB =3
*/
rach powerRampingStep =i
rach preamblelInitialReceivedTargetPower = -108;
rach preambleTransMax = 107
rach raResponseWindowSize = 10¢
rach macContentionResolutionTimer = 48;
rach maxHARQ Msg3Tx =i
pcch default PagingCycle = 128;
pcch nB = "oneT";
bcch modificationPeriodCoeff = 28
ue TimersAndConstants t300 = 1000;
ue TimersAndConstants t301 = 1000;
ue TimersAndConstants t310 = 1000;
ue TimersAndConstants t311 = 10000;
ue TimersAndConstants n310 = 20¢
ue TimersAndConstants n311 =1;
}
) ;
srbl parameters
{
# timer poll retransmit = (ms) [5, 10, 15, 20,... 250, 300, 350,
500]
timer poll retransmit = 80;
# timer reordering = (ms) [O,5, ... 100, 110, 120, ... ,200]
timer reordering = 35¢
# timer reordering = (ms) [0,5, ... 250, 300, 350, ... ,500]
timer status prohibit = (05
# poll pdu = [4, 8, 16, 32 , 64, 128, 256, infinity(>10000)]

poll pdu = 4;
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# poll byte = (kB)

[25,50,75,100,125,250,375,500,750,1000,1250,1500,2000,3000,infinity (>100
00) 1]

i

poll byte = 99999;
# max retx threshold = [1, 2, 3,
max retx threshold = 4;

SCTP definitions

32]

# Number of streams to use in input/output

SCTP_INSTREAMS = 2;
SCTP_OUTSTREAMS = 2;

////////// MME parameters:

mme ip address = |

{ ipv4
ipv6
active
preference

NETWORK INTERFACES

{

}i

ENB INTERFACE NAME FOR S1 MME
ENB_IPV4 ADDRESS FOR S1 MME

ENB_INTERFACE NAME FOR S1U
ENB_IPV4 ADDRESS FOR S1U
ENB_PORT FOR S1U

log config

{

global log level
global log verbosity
hw log level

hw log verbosity
phy log level

phy log verbosity
mac log level
mac_log verbosity
rlc log level

rlc log verbosity
pdcp log level
pdcp_ log verbosity
rrc_log level
rrc_log verbosity

= "192.168.12.62";
= W192:1668:3031Ll7Wg

"yeS";
"ipv4";

= "eth0";
= "192.168.12.82/24";

= "eth0";
= "192.168.12.82/24";
= 2152; # Spec 2152

="info";
="medium";
="info";
="medium";
="info";
="medium";
="info";
="high";
="info";
="medium";
="info";
="medium";
="info";
="medium";
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Appendix VIIl: Integration of Wireless Backhaul in
the CHARISMA CMO Plane

One of the CHARISMA aims is to provide a unified way to manage devices in a network through a common
orchestrator. In the wireless backhaul case, this can be achieved by using open standards (such as OpenFlow).
The CHARISMA orchestrator will communicate with the SDN controller supporting OpenFlow, through its
REST API. The backhaul network device will be programmed via the SDN Controller, and therefore become
part of a network that will be dynamically controlled in its entirety by CHARISMA Orchestrator. The proposed
architecture is shown in Figure 34.

CHARISMA ORCHESTRATOR

Rest API

SDN Controller w OPEN

c’openrlow
/ Backhaul Switch \

Switch Forwarding Engine

Figure 34 OpenFlow elements used in management of backhaul switch

\ /

SDN Controller

There are a lot of open source SDN controllers such as OpenDaylight, Pox, Ryu, Floodlight and ONOS. We
selected OpenDaylight because it delivers production-level performance, is designed for an open,
multivendor world, without platform or northbound dependencies, offers low-risk investment protection,
smooth installation and maintenance and has a vast community of developers and contributors and strong
industry support. To enable operations with OpenFlow on the backhaul, a Carrier Ethernet application on the
OpenDayLight controller was necessary to be used, to provide networking functionality for Metropolitan or
Wide Area Networks.

Carrier Ethernet Service

While Ethernet was originally designed as a local area networking technology, it is now increasingly used by
telecommunications carriers as an alternative to traditional circuit switched networks over long distances.
Carrier Ethernet simply refers to the extensions necessary in order to allow telecommunications carriers to
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deploy and provide Ethernet services to their customers. In Metropolitan or Wide Area Networks, Carrier
Ethernet and MPLS are the two dominant technologies. Compared to MPLS, Carrier Ethernet offers the
following advantages, which are also the main drivers behind its adoption in carrier networks:3

e Ethernetis everywhere. Retail as well as corporate customers are already using Ethernet. By adopting
Ethernet in the backbone, the same technology can be used from end-to-end, thus eliminating the
need for interface or frame conversion and simplifying network management.

e (Cost effectiveness. Due to economies of scale, Ethernet components are inexpensive, thus lowering
both the capital and operational expenses.

e Increased flexibility. Unlike traditional point-to-point circuits that come in discrete speeds (T1/E1,
T3/E3, OC-3/STM-1), Ethernet allows subscribers to add bandwidth more incrementally and more
quickly. Typically, bandwidth upgrades only involve configuration changes and can take effect in days
rather than weeks.

e  With MPLS the network devices must support both Ethernet and MPLS.

In a Carrier Ethernet network, data is transported across Point-to-Point and Multipoint-to-Multipoint
Ethernet Virtual Connections (EVCs) according to the attributes and definitions of the E-Line, E-LAN, and E-
Tree Service Types defined in the MEF specifications. We will focus on E-Line service for the purpose of our
investigation. Each Service Type consists of both Port Based and VLAN aware services, for example, the point-
to-point EPL and EVPL services. A CE 2.0 EPL service uses dedicated User Network Interfaces (UNIs) and
provides a high degree of transparency such that Service Frames are identical at both the source and
destination UNIs. All-to-one bundling at the UNIs minimizes the coordination between the Subscriber and
Service Provider on the definition of the CE-VLAN ID/EVC Map at each UNI. A CE 2.0 EVPL service allows for
service multiplexing and bundling enabling the support of multiple EVCs at the UNI and the mapping of more
than one CE-VLAN ID per EVC.

OpenDaylight Carrier Ethernet Application

Our work aims at introducing SDN technology in the backhaul segment of the network, to support the
CHARISMA architectural vision for flexible and programmable control and management throughout the
network, enabled by Software Defined Networking. Our investigation on OpenFlow will be based on a CE
application which is under development and provides basic functionality necessary for the control of the
mobile backhaul switching components, such as setting up an E-Line connection. The SDN controller exposes
information of the CE application through REST APl in order to communicate with the CHARISMA orchestrator.
As already mentioned, this work will be based on OpenFlow-enabled virtual switches as they provide all the
required functionality.

As part of the OpenFlow investigation, the following steps were taken up to now:

e Set up of the infrastructure (VMs with ODL controller, mininet and packet analyzer).

e Testing and feedback provision on the OpenDayLight CE application via OpenFlow.

e Design and test scenarios for CHARISMA for the support of multi-tenancy, traffic policing and
increased availability functionalities via OpenFlow.

3 http://www.ospmag.com/issue/article/carrier-ethernet-profiler%E2%80%A6
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Hit '<ctrl-d>' or type 'system:shutdown' or 'logout' to shutdown OpenDaylight.
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Figure 35 Basic Infrastructure Setup

The functionalities on which our work on OpenFlow is focusing, are (more information for OpenFlow
specifications, on Appendix VI: Basics of OpenFlow protocol):
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Appendix IX: IEEE 802.1ad Q-in-Q Primer

CHARISMA is a converged fixed/wireless access network based on a layer-2 transport network and therefore,
typical segmentations techniques that are offered in this layer will be used. IEEE 802.1ad Q-in-Q offers double
tagging functionalities, as shown in Figure 36. Q-in-Q tunneling allows service providers on Ethernet access
networks to extend a Layer 2 Ethernet connection between two customer sites. Using Q-in-Q tunneling,
providers can also segregate or bundle customer traffic into fewer VLANs or different VLANs by adding
another layer of 802.1Q tags. Q-in-Q tunneling is also useful when customers have overlapping VLAN IDs,
because the customer’s 802.1Q (dot1Q) VLAN tags are prepended by the service VLAN (S-VLAN) tag.

untagged destination | Source EtherType “sz‘é’m] FCs
frame | address | acdress | oxgooo | PR

w

tagged when
FCS Recalculated

frame is forwarded out

a trunk (tagged) port
A Y F\

802.1q1ag (4 BYes) | wiorrype
contro, 0XB00D

data
(IP packet)
46-1500

VLAN tagged| destination Source
frame address acdress TPID

FCS'

i

tagged when frame
FCS Recalculated

is forwarded out a
provider tunnel (QinQ) port
2\

QinQ 802.1q tag (4 Bytes) data
destination Source EtherType
VLANtagged| 5 qres acdress control, oxgopo | (IPpacket) |SFCSE
frame 1D, etc 46-1500

Figure 36 Comparison of untagged, VLAN tagged and QinQ VLAN tagged frame

In Q-in-Q tunneling, as a packet travels from a customer VLAN (C-VLAN) to a service provider's VLAN, a
service-specific 802.1Q tag is added to packets. This additional tag is used to segregate traffic into service—
provider—defined service VLANSs. The original customer 802.1Q tag of the packet remains and is transmitted
transparently, passing through the service provider's network. The S-VLAN tag is added on egress for
incoming packets, optionally including untagged packets. As the packet leaves the S-VLAN in the downstream
direction, the extra 802.1Q tag is removed, leaving the original customer tag on the packet.

When Q-in-Q tunneling is enabled, trunk interfaces are assumed to be part of the service provider network
and access interfaces are assumed to be customer facing. An access interface can receive both tagged and
untagged frames in this case. A trunk interface can be a member of multiple S-VLANs. One can map one C-
VLAN to one SVLAN (1:1) or multiple C-VLANs to one S-VLAN (N:1). One can also double-tag packets for an
additional layer of segregating or bundling of C-VLANSs.

In addition, it is also possible to limit the set of accepted customer tags to a list of ranges or discrete values.
Class-of-service (CoS) values of C-VLANSs are unchanged in the downstream direction. Ingress priority and CoS
settings to the S-VLAN can also be copied. Using private VLANs, one can isolate users to prevent forwarding
traffic between user interfaces even if the interfaces are on the same VLAN. This technique is commonly used
in open access networks because it allows easy identification of the final customers (C-VLAN), and the VNO
(S-VLAN) inside the transport network and at the same type, isolates the traffic.
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Acronyms

Acronym Definition

5G 5th Generation of Wireless Network
AAA Authentication Authorization Accouting
API Application Programming Interface
AuthN Authentication

AuthZ Authorization

BS Base Station

BSS Business Support System

CAL Converged Aggregation Level
CAPEX Capital Expenditures

CDN Content Distribution Network

CFS Customer Facing Services

CLC Cloud Controller

CLI Command Line Interface

CMO Control Management Orchestration
co Central Office

CRM Customer Relationship Management
D2D Device to device connectivity

DC Data Centre

DPDK Data Plane Development Kit

DPI Deep Packet Inspection

EEU Enterprise End User

EMS Element Management System

EPC Evolved Packet Core

EPCaaS EPC as a Service

EPN Evolved Programmable Network
ESP Evolved Services Platform

ESX Elastic Sky X

ETSI European Telecommunications Standards Institute
EU European Union

EVC Ethernet Virtual Connection

FTTx Fibre to the X

GPG GNU Privacy Guard

HTML Hyper Text Markup Language

HSS Home Subscriber Server

IDS Intrusion Detection Systems

IMU Intelligent Management Unit

IP Internet Protocol

IRRH i-Remote Radio Head

ISG Industry Specification Groups

ISP Internet Service Provider

IT Information Technology
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KVM Kernel-based Virtual Machine

KPI Key Performance Indicator

LR-PON Long Reach Passive Optical Network
LTE Long Term Evolution

MANO Management and Orchestration
NFV Network Function Virtualization
NFVI Network Function Virtualization Infrastructure
NFVO Network Function Virtualization Orchestrator
NIC Network Interface Card

OLT Optical Line Termination

ONT Optical Network Termination

OPEX Operational Expenditures

0SS Operations Support System

ovC Operator Virtual Connections

PKI Public Key Infrastructure

PoP Point of Presence

QoE Quality of Experience

QoS Quality of Service

RAN Radio Access Network

RANaa$S RAN as a Service

REST Representational Stateless Transfer
RFS Resource Facing Services

SDN Software Defined Networks

SIC Service Instance Component

SLA Service Level Agreement

SOTA State of the Art

SP Service Provider

SR-IOV Single Root I/0 Virtualization
TOSCA Topology and Orchestration Specification for Cloud Application
ul User Interface

v-CPE virtual Customer Premises Equipment
\ Virtualized Infrastructure

VIM Virtualized Infrastructure Manager
VM Virtual Machine

VNF Virtual Network Function

VNFD VNF Descriptor

VNFM VNF Manager

VNO Virtual Network Operator
v-security Virtualized Security

VTN Virtual Tenant Network

WDM Wavelength Division Multiplexing
WOT Web of Trust

YAML YAML Ain’t Markup Language

<END OF DOCUMENT>
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